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Abstract 
 
Artificial intelligence (AI) is a key driver of the Fourth Industrial Revolution, and it promises to 
change the way we work across many industries . In health care, AI can provide insights into 2

patient data, whether analyzing records or examining images. Despite all of the advancements 
in artificial intelligence, developers have been forced to do the integration across solutions and 
frameworks by themselves – a difficult task that distracts from the development effort. In this 
paper, we focus on solving two problems facing the domains of medical diagnosis and artificial 
intelligence.  First, we designed an AI training pipeline to detect intracranial hemorrhage (ICH), 
a serious condition often caused by traumatic brain injuries.  ICH must be diagnosed and 

1 All Authors and contributors to this paper are employed by Intel. 
2 https://www.cnbc.com/2019/01/16/fourth-industrial-revolution-explained-davos-2019.html 
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treated as quickly as possible to avoid disability or death of the patient. Second, we tackled the 
complexity of creating an AI pipeline with multiple software frameworks, configurations, and 
dependencies. Our solution was to use the System Stacks for Linux* OS, a purpose-built 
collection of containers that provide integrated, and tuned AI frameworks. We created an 
end-to-end solution that can take computerized tomography (CT) images of the brain, process 
them to extract relevant data, and provide feedback to the radiologist or lab technician. The 
feedback indicates if ICH is present, helping them to focus their examination on the relevant 
areas of the scan. Our solution can be deployed as a secure cloud service or can work on 
premises, according to need.  This will help enable remote clinics to take advantage of the 
system and provide efficiencies of scale.  
 

Introduction 
 
The trend of using artificial intelligence continues to grow, and with that increase in usage 
comes an increase in the accuracy of the algorithms used .  Medical imaging is an area which 3

can use neural networks to assist in diagnosis through AI analysis.  This paper focuses on an 
open source solution using the System Stacks for Linux OS to detect evidence of intracranial 
hemorrhage (ICH) to support medical diagnosis.  We have created a deep learning solution that 
can be used to detect probable hemorrhages in CT scan images to help expedite the diagnosis 
of ICH. 
 

 
Figure 1: CT scan images (Source: https://www.ncbi.nlm.nih.gov/pmc/articles/PMC5307932/) 

 
ICH can be caused by traumatic brain injuries and can lead to disability or death if not 
diagnosed quickly.  A current best practice for diagnosing ICH is for a radiologist to examine CT 
scans for evidence of hemorrhages .  To accelerate this critical process, the raw images from 4

3 https://www.thelancet.com/journals/landig/article/PIIS2589-7500(19)30123-2/fulltext  
4 Hssayeni, M. (2020). Computed Tomography Images for Intracranial Hemorrhage Detection and 
Segmentation (version 1.3.1). PhysioNet. https://doi.org/10.13026/4nae-zg36 
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the CT scans can be processed through a deep learning model to provide quick feedback to 
direct further analysis. 
 
The System Stacks for Linux OS are a set of integrated, highly-performant, open source 
software stacks built for cloud native environments, which enable rapid development and 
deployment of complex solutions. We use these containerized solutions for data analysis and to 
train a neural network to be able to detect evidence of ICH in CT scan images.  This paper 
shows the high-level process of creating end-to-end training of deep learning workloads using 
the System Stacks for Linux OS  
 
A description of the process and the source code for this solution can be found on 
https://github.com/intel/stacks-usecase/tree/master/healthcare/ich_segmentation  
 
 
 
Background 
 
 
The work described here uses a dataset of CT-scan images provided at PhysioNet. Using the 
System Stacks for Linux OS, we have created a distributed data processing, storage, and deep 
learning training solution that will assist in training a neural network, help detect evidence of 
possible ICH, and provide annotated information on the presence of ICH for further analysis. 
Our design is influenced by Hssayeni ; we follow the existing definitions for detecting possible 5

ICH and do not examine the ground truths of the medical tests and assumptions . 6

 
Intel created the System Stacks for Linux OS  to enable developers to quickly get up and 
running on Linux-based OSs, with images tailored, optimized, and tested together for specific 
use cases. Each stack is built as a containerized solution that includes all the components 
needed for targeted usage.  Having a streamlined system stack frees developers from the 
complexity of integrating multiple components and software versions and delivers stable, 
hardware-accelerated, performant platforms for development and deployment.  For the solution 
described in this paper, we use the Data Analytics Reference Stack (DARS) and the Deep 
Learning Reference Stack (DLRS). 
 
The Data Analytics Reference Stack includes tuned, industry-leading software components 
needed to provide a powerful way to process large amounts of data using a distributed 
processing framework. DARS provides runtimes (Open Java Development Kit*), math libraries 

5 Hssayeni, M. (2020). Computed Tomography Images for Intracranial Hemorrhage Detection and 
Segmentation (version 1.3.1). PhysioNet. https://doi.org/10.13026/4nae-zg36 
 
6 “Sensitive information for each patient was anonymized, and the subjects' faces were de-identified in the 
CT scans.”  https://physionet.org/content/ct-ich/1.3.1/ 
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(Intel® Math Kernel Library), open source Basic Linear Algebra Subprograms (OpenBLAS*), 
and data processing frameworks (Apache Hadoop* and Apache Spark*). All of these 
components have been optimized specifically for Intel® Xeon® scalable platforms.  
 
The hardware-accelerated Deep Learning Reference Stack shown in Figure 2 is optimized for 
Intel® Xeon® scalable platforms which support instructions such as Intel® Advanced Vector 
Extensions 512 (Intel® AVX-512), Intel® Deep Learning Boost (Intel® DL Boost), and Bfloat16. 
 

 
Figure 2: DLRS Architecture 

 
The DLRS stack supports AI developers with easy access to all features and functionalities of 
Intel platforms. This helps them to quickly develop and prototype by reducing the complexity 
associated with integrating the required software components. They can then deploy the 
solutions using Kubernetes* and Kubeflow* for training and inference. DLRS provides 
OpenVINO*, TensorFlow* 1.0 and 2.0, PyTorch*, and the TVM* deep learning compiler stack, 
along with state-of-the-art libraries for neuro-linguistic programming(NLP) like Transformers and 
Flair. We use TensorFlow* 2.0 in our solution. 
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Figure 3: DBRS Architecture 
 
The Database Reference Stack (DBRS) gives users the flexibility to accommodate larger 
capacity deployments of database applications. DBRS offers solutions like Memcached*, 
Apache Cassandra*, and Redis*, all of which are optimized for Intel® Optane™ PMem, which 
provides for larger available memory capacities and support for data persistence. Throughout 
the AI pipeline presented here, we are using the Apache Cassandra database for storing data 
and trained models, so that we can leverage the distributed database model and low latency 
performance. In order to demonstrate the use case on the Google Cloud Platform™, we used 
the upstream version of Apache Cassandra*. To use the persistent memory optimized version 
of Cassandra, we would use DBRS.  
 
By integrating the required dependencies and configuring the software to work out of the box, 
each containerized stack in the System Stacks for Linux OS collection reduces the complexity 
required to get up and running when building big-data solutions and solving domain-specific 
problems like detecting evidence of possible ICH. Throughout this solution, we are using 
Kubernetes* and Kubeflow* to orchestrate functionality in the pipeline and Apache Cassandra 
for the storage of dataset, metadata, and trained models. 
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Performance in the System Stacks for Linux OS 
 
Each layer in the individual System Stacks for Linux OS has been performance-tuned for Intel® 
architecture, enabling impressive performance compared to non-optimized stacks and across 
differing hardware feature sets in the Intel® Xeon® scalable platform family.  The figures below 
show performance testing results for the versions of software used in this work.  
 
Performance gains for the Deep Learning Reference Stack with Intel® OpenVINO™ and 
ResNet50: 

 
Figure 4: Performance Metrics for DLRS v5.0  

https://clearlinux.org/blogs-news/deep-learning-reference-stack-v5.0-now-available  
For more complete information about performance and benchmark results, visit 

www.intel.com/benchmarks.  Refer to http://software.intel.com/en-us/articles/optimization-notice for more 
information regarding performance and optimization choices in Intel software products 

 
 
Second Generation Intel® Xeon® Scalable Platform – 2 socket Intel® Xeon® Platinum 8280 

Processor (2.7GHz, 28 cores), HT On, Turbo ON, Total Memory 384 GB (12 slots/ 32GB/ 2933 MHz), 

BIOS: SE5C620.86B.02.01.0008.031920191559 (ucode:0x500002c), Clear Linux 31690, Kernel 

5.3.11-869.native, Deep Learning ToolKit: OpenVINO™ 2019_R3, AIXPRT V1.0 
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benchmark(https://www.principledtechnologies.com/benchmarkxprt/aixprt/), Workload:ResNet-50, 

Compiler: gcc v9.2.1, Intel® MKL DNN v0.18, 56 inference instances/2 sockets, Datatype: INT8 

Intel® Xeon® Scalable Platform – 2 socket Intel® Xeon® Platinum 8180 Processor(2.5GHz, 28 cores), 

HT On,Turbo ON, Total Memory 384 GB (12 slots/ 32GB/ 2666 MHz), BIOS: 

SE5C620.86B.02.01.0008.031920191559 (ucode:0x2000065), Clear Linux 31690, Kernel 

5.3.11-869.native, Deep Learning ToolKit: OpenVINO™ 2019_R3, AIXPRT V1.0 

benchmark(https://www.principledtechnologies.com/benchmarkxprt/aixprt/), Workload:ResNet-50, 

Compiler: gcc v9.2.1, Intel® MKL DNN v0.18, 56 inference instances/2 sockets, Datatype: INT8, FP32 
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Performance gains for the Database Reference Stack, with Apache Cassandra, single 
node, on 2nd Generation Intel® Xeon® Platinum 8280L with Intel® Optane™ persistent 
memory as follows: 

 
Figure 5: DBRS Performance metrics 

https://clearlinux.org/news-blogs/database-reference-stack-dbrs-v1.0-now-available 
For more complete information about performance and benchmark results, visit 

www.intel.com/benchmarks.  Refer to http://software.intel.com/en-us/articles/optimization-notice for more 
information regarding performance and optimization choices in Intel software products 
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Performance gains for the Data Analytics Reference Stack (DARS) utilizing Intel® Math 
Kernel Library (Intel® MKL) as follows: 
 

 
Figure 6: DARS performance metrics 

(https://clearlinux.org/stacks/data-analytics-stack-v1) 
Baseline performance shown as 1x. 
Configuration details shown below. 

Alternating Least Squares (ALS) is a machine learning workload. 
Singular Value Decomposition (SVD) is machine learning workload. 

K-means clustering (Kmeans) is a machine learning workload. 
 
For more complete information about performance and benchmark results, visit 
www.intel.com/benchmarks.  Refer to http://software.intel.com/en-us/articles/optimization-notice for more 
information regarding performance and optimization choices in Intel software products. 

  

9 

https://clearlinux.org/stacks/data-analytics-stack-v1
https://github.com/databricks/spark-perf/blob/master/README.md
https://github.com/databricks/spark-perf/blob/master/README.md
https://github.com/Intel-bigdata/HiBench
http://www.intel.com/benchmarks
http://software.intel.com/en-us/articles/optimization-notice


 

Methods 
For step-by-step instructions to recreate the work described here, please refer to the 
instructions and source code found at System Stacks for Linux OS GitHub Page 
 

Hardware Details 
We chose to deploy our solution into the Google Cloud Platform™ service (GCP) to leverage 
the scaling provided in the GCP environment. We deliberately selected zones and machine 
families within the environment that offered the Intel® Xeon® scalable platform to leverage the 
hardware acceleration provided through the System Stacks for Linux OS.   Other hardware 
solutions will provide different advantages.  
 
 

 Kubeflow Nodes DARS Nodes Apache Cassandra 
Nodes 

Machine Type n1-standard-8 n1-standard-16 n1-standard-1 

vCPUs* 8 16 1 

Memory 30GB 60GB 3.75GB 

Disk Size 1024 GB 1024 GB 1024 GB 

CPU Intel® Xeon® Intel® Xeon® Intel® Xeon® 

  
  
*A vCPU is implemented as a single hardware Hyper-thread on one of the available CPU 
platforms  https://cloud.google.com/compute/docs/machine-types 
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Software Details 
We created and validated the solution shown here with the following software.  
 
 

Component Version 

Apache Cassandra 3.11.5 

DARS v1.0 

DLRS v5.0 

TensorFlow  7 2.0 

Numpy  89  

matplotlib  10  

 
   

7 "Large-Scale Machine Learning on Heterogeneous Distributed Systems" 
http://download.tensorflow.org/paper/whitepaper2015.pdf 
 
8 Travis E. Oliphant. A guide to NumPy, USA: Trelgol Publishing, (2006) 
 
9 Stéfan van der Walt, S. Chris Colbert and Gaël Varoquaux. The NumPy Array: A Structure for Efficient 
Numerical Computation, Computing in Science & Engineering, 13, 22-30 (2011), 
DOI:10.1109/MCSE.2011.37 
 
10 "Matplotlib: A 2D Graphics Environment" from https://aip.scitation.org/doi/abs/10.1109/MCSE.2007.55 
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Architecture 

 
 

Figure 7: End-to-end AI pipeline architecture 
 
The end-to-end pipeline architecture is designed to optimize performance in a cloud-native 
environment.  This enables deployment at scale for applications by leveraging cloud computing 
and storage capabilities. Because the System Stacks for Linux OS are containerized and 
stateless, they easily replicate across multiple platforms and provide accessibility where 
required by the end-user. 
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Data Set 
 
We have based our work on the dataset provided at PhysioNet .  As described in the paper by 11

Murtadha D. Hssayeni, et al. , their motivation for collecting the dataset was prompted by the 12

desire to improve the process for diagnosing ICH when an experienced radiologist is not 
available. Their approach was to leverage advances in convolutional neural networks to 
automate classification of images so as to assist junior radiologists in examining CT images 
when experts are not immediately available.  
 
The dataset consists of 82 full CT scans, 36 of which have a confirmed diagnosis of ICH.  Each 
CT scan image is separated into about 30 slices, which create images used for training. Each 
slice was analyzed by radiologists and images were tagged with masks for the areas of ICH. 
The images identify five types of ICH: intraventricular, intraparenchymal, subarachnoid, 
epidural, and subdural. We make no assumptions about the ground truths of medical practice. 
 
 

Infrastructure 
 
The infrastructure we chose for this use case was deployed into the Google Cloud Platform, 
using Terraform as the Infrastructure as Code (IaC) tool.  
 
This allowed us to create, manage, and provision the computing resources through definition 
files in a standardized way, in order to run the data analysis and to train a neural network. Using 
a cloud-based approach can enable access to inference on the trained models for web- based 
interactivity.  The models can also be pulled from the cloud for local inference if network 
connectivity is an issue.  
  
 

  

11 “Sensitive information for each patient was anonymized, and the subjects' faces were de-identified in 
the CT scans.”  https://physionet.org/content/ct-ich/1.3.1/ 
 
12 Hssayeni, M. (2020). Computed Tomography Images for Intracranial Hemorrhage Detection and 
Segmentation (version 1.3.1). PhysioNet. https://doi.org/10.13026/4nae-zg36 
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Orchestration 
 
We use Kubernetes* for orchestration with a horizontally scalable cluster. This gives us the 
ability to distribute training across multiple nodes and can easily scale out for larger workloads. 
Data processing and storage nodes are orchestrated by Kubernetes. Kubeflow is used to deploy 
the deep learning training workload. Refer to the Kubernetes documentation for details on 
working with Kubernetes and GCP.  

Data Ingestion with the Data Analytics Reference Stack (DARS) 
 
Our motivation in creating a horizontally scaled configuration for data ingestion using the DARS 
stack was to create a basic template that will scale without needing modification.  Each server 
should support DARS pods and each pod should be able to download, pre-process,  transform, 
and store the resultant data in the Apache Cassandra database. 
 
The preprocessing task executed by Apache Spark* consists of consuming large amounts of CT 
scan images that are first transformed into Portable Network Graphics (PNG) images and then 
organized into a series. Together the PNG images represent a 2D image of the brain with 
annotated segmentation information. The preprocessing includes cleaning, normalizing, and 
labeling of the images that are used to train a segmentation model. The resulting data set is 
stored in a database, ready to be retrieved by DLRS. 
 

 
Input Image Label Image 

 
Figure 8: CT Scan image and labeled data image 
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DARS provides the PySpark API  to support Apache Spark apps written in Python*. As a result, 
you can communicate with Cassandra using the DataStax* Python driver 
https://docs.datastax.com/en/developer/python-driver/3.22/api/cassandra/cluster/. The DataStax 
Python driver enables data insertion in the Health Care table in the database.  
 
 
The structure of the input data set table is shown below: 
 

Field Name Data Type Primary Key 

patient_number int Yes 

is_label boolean  

slice_number  smallint  

intraventricular boolean  

intraparenchymal boolean  

subarachnoid boolean  

epidural boolean  

subdural boolean  

no_hemorrhage boolean  

fracture_yes_no boolean  

image_filename text  

image_blob blob  
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Data processing with Spark on YARN 
 

 
Figure 9: Spark on YARN architecture for Healthcare use case using DARS stack on 

Kubernetes. 
 
 
 

 
The input dataset consists of medical images composed of one or more images representing an 
anatomical volume projected onto an image plane, so a series of images representing thin 
slides of the same body organ are taken using a tomograph. The major file formats adopted by 
the medical imaging industry are: Analyze Neuroimaging Informatics Technology Initiative 
(NifTI), Digital Imaging and Communications in Medicine (Dicom), and Medical Imaging NetCDF 
(Minc). Our training data set is encoded using NifTI image file format. The goal of the 
pre-processing task is to load and prepare the input data set in a convenient format that 
facilitates the extraction of the image red, blue, green (RGB) content from which a classifier can 
identify the targeted features. 
 
The application that performs the preprocessing is written in Python, which enables us to import 
different modules for image processing, parsing text, and performing queries over a database. 
In particular, once the data is ready to be stored in our DB system, we prepare a Cassandra 
statement  in the application that represents a query with bound variables. The variables 
declared in a statement allow us to insert values in the desired fields of the table. The 
advantage of launching the preprocessing application through Spark is that the code is 
executed in parallel by several worker nodes. For this project, we deployed a stack composed of 
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a single Kubernetes master node and at least two worker nodes that can be scaled up as shown 
in Figure 9. The raw input data is read from a Persistent Volume (PV) attached to all worker 
nodes.  
 
The raw data consists of a set of NIfTI images stored in a separate directory and a comma 
separated value (CSV) file that contains the metadata for all images. The data to be inserted 
consists of a sequence of metadata fields, the ID of the slice image, the name of the file image, 
and a label field that helps to determine if the image is labeled or not. The RGB image is stored 
as a blob Cassandra data type because the size of a single processed image is less than 1MB. 
Once the preparation statement object is built, the parameter values are inserted, and the query 
is executed. For more information about the Cassandra driver, you can visit: 
https://docs.datastax.com/en/developer/python-driver/3.22/. 
 

Data Storage 
 
The Apache Cassandra* database pods within the cluster are used throughout the pipeline. 
They maintain the metadata on the dataset, save the processed images to object storage, and 
can manage storage of trained model objects.  
 
Since the Cassandra deployment resides on Kubernetes, some considerations must be 
addressed. Each Cassandra pod runs on a different Kubernetes node to remove the risk of a 
single point of failure. In order to make all the data persistent across pod restarts or crashes, 
some storage volumes for each Cassandra pod must be attached to each Kubernetes node. It is 
important to notice that everything is deployed using a Kubernetes stateful set to maintain 
consistent domain names across the cluster, allowing all the Cassandra nodes to reach each 
other. This idea is depicted in Figure 10, an example for 3-node cluster. In practice this number 
is configurable.  An important consideration about the number of nodes is the replication factor 
of the database, which is indicative of how many replicas of a given data are stored inside the 
cluster. In general the replication factor should be equal or less than the number of Cassandra 
nodes. For the use case, the replication factor is 3 and the number of nodes is 8. 
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Figure 10: Stateful set showing nodes and pods 

 
As part of the source code repository, there are two Helm charts for deploying both the 
persistent volumes and the Cassandra cluster. The Cassandra cluster allows more complex 
configurations like enabling Internode encryption, authentication, and configuring the number of 
nodes. 
 

Backing up the database 

You can backup the database using ‘nodetool snapshot’ and ‘sstableloader’ or using the cql 
command COPY to create a CSV file with all table contents. Generally speaking, using the first 
method is more compute efficient than using COPY but if your data size is relatively small it 
should be easier to use COPY. 

To backup a table using the cqlsh client: 
● cqlsh -e "COPY healthcare_keyspace.processed_data to 

'/tmp/healthcare-table.csv' WITH HEADER = true;" 
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To restore a table using the cqlsh client: 
● cqlsh -e "COPY healthcare_keyspace.processed_data from 

'/tmp/healthcarec-table.csv' WITH HEADER = true ;" 
 
It is important to notice that the backups must be stored somewhere else in case of Cassandra 
cluster or Kubernetes cluster failure, for example on an object storage engine outside of the 
Kubernetes cluster. 
 

U-Net architecture 
 
The deep learning architecture used for segmenting ICH areas from CT scans in this project is a 
U-Net. A U-Net is a convolutional neural network (CNN) architecture which is an improvement of 
an earlier architecture based on CNNs called fully convolutional networks (FCN). The structure 
of CT scans with shallow semantic data is a very good candidate to be used as input to a 
U-Net-like network and enables us to extract semantic and low-level information . 13

 
An FCN, as shown in Figure 11,is an improved variation of a CNN where encoding and 
decoding layers are used to map image pixels from the input to categories.  

 
In Figure 11, the predicted image has a one-to-one correspondence with 
the input image as an FCN uses a transposed convolution to convert the 
intermediate feature map to match the input image shape. The first CNN 
layer extracts features from the image and the original FCN used AlexNet 
to do the same. Any traditional feature extractor like a pre-trained residual 
neural network (ResNet) or Visual Geometry Group (VGG) can be used for 
this purpose. 
 
 
U-Net, in Figure 12, augments this architecture with successive layers for 
the encoding (contracting) network, where pooling layers (as in traditional 
FCN) are replaced with upsampling layers. Further skip connections are 
used to localize features from the output of the upsampling layer with 
unsampled output. The additional CNN layer then uses this information as 
input to learn precise details. 
 

Figure 11: Example of an FCN  (Source: 
https://d2l.ai/chapter_computer-vision/fcn.html)  

 

13 U-Net: Convolutional Networks for Biomedical Image Segmentation,Olaf Ronneberger, Philipp Fischer, 
Thomas Brox, Medical Image Computing and Computer-Assisted Intervention (MICCAI), Springer, LNCS, 
Vol.9351: 234--241, 2015, available at arXiv:1505.04597 [cs.CV] 
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Figure 12: U-Net architecture 
 

Context is forwarded to successive layers using a number of  feature channels. This gives the 
characteristic shape of the letter “U” to a U-Net. As no affine layers are used, the output map 
only has information with the combined context from the input, which also allows us to use 
variable-sized images, making the architecture as generic as possible.  

 

DNN Training Overview  
Two types of training are provided in the use case repository: local and cloud training. Local 
training uses a local version of the data for training. Cloud training pulls data from a database in 
the same cluster (DBRS/Cassandra) and uses a standard U-Net model [8]. Training callbacks 
are implemented to dynamically adjust training parameters.  A custom-built generator is used to 
feed data during training, to overcome memory constraints in the cloud training scenario. The 
local version uses the TensorFlow datasets API.  After training, the model is exported to GCP 
Cloud Storage, or written to disk for the local scenario. 
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TFJob 

TFJob is a component of Kubeflow that uses Kubernetes custom resource descriptor (CRD) 
functionality along with the tf-operator to deploy jobs on a Kubernetes cluster. Essentially the 
TFJob descriptor is the one that lets Kubernetes know about training resource requirements. 

Figure 13: TF Job workflow 
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We specify a training job in a custom YAML file that references the TFJob CRD as shown 
below: 
 
apiVersion: kubeflow.org/v1 
kind: TFJob 
metadata: 
  name: tfjob-hc 
  namespace: kubeflow 
spec: 
  tfReplicaSpecs: 
    PS: 
      replicas: 1 
      restartPolicy: OnFailure 
      template: 
        spec: 
          containers: 
          - name: tensorflow 
            image: <your-image>  
            command: 
              - python 
              - main.py 
    Worker: 
      replicas: 3 
      restartPolicy: OnFailure 
      template: 
        spec: 
          containers: 
          - name: tensorflow 
            image: <your-image> 
            command: 
              - python 
              - main.py 
    Master: 
          replicas: 1 
          restartPolicy: OnFailure 
          template: 
            spec: 
              containers: 
              - name: tensorflow 
                image: <your-image>  
                command: 
                  - python 
                  - main.py 
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Using TensorFlow 2.0 with DLRS 
 
With the integration of Keras higher level API complete in TensorFlow 2.0, it was a pleasure 
using the machine learning platform for this work. This optimized version of TensorFlow with 
components like Deep Neural Network Library (DNNL) that is part of the DLRS stack improves 
performance when used for CNN training compared to a non optimized version of the 
framework. We faced no difficulty in building or training the model from a model compiling 
perspective. The primary obstacle to training is dealing with datasets so large they can not be 
loaded into memory. Cloud storage and databases make this data available, but it must be fed 
to the model in manageable sizes. 
 
There are several methods for feeding data into TensorFlow training, including using the 
TFDatasets API. They fall under two broad categories: loading the full training data into 
memory, or repeatedly loading a single training batch into memory using classic Python 
generators. We tried using TFDatasets on the cloud as well as using a custom training 
generator. We found using the custom generator was simple and clear, although TFDatasets 
has many good functional components like shuffling, auto batching and caching. We 
recommend trying out both approaches and use the one that suits the problem you are trying to 
solve. TFDatasets are used in the local training to showcase the differences. 

 

Conclusions and Future Work 
 
Using the System Stacks for Linux OS for rapid development and deployment of real-world use 
cases reduces developer and infrastructure complexity. Developers are able to devote their time 
to the problem they are solving, rather than spending that time installing, configuring and 
integrating the AI frameworks and tools we have used here. With this use case, we can see how 
the stacks can be combined into a cohesive pipeline to manage the end-to-end solution and 
assist radiologists and lab technicians with detecting intracranial hemorrhage (ICH). The 
solution described here can be used directly or as a template to create pipelines to assist with 
different image recognition problems.  The System Stacks for Linux OS are optimized and tuned 
for performance out of the box for Intel® Xeon® scalable platforms, which simplifies the task of 
integrating the frameworks needed for a complicated pipeline like this one.  
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Resources and References 

For reference and troubleshooting, please refer to the stacks-usecase repository. 
Submit your comments at the following email: stacks@lists.01.org 
  
Report issues with this use case in the intel/stacks-usecase: End to End usecases using Intel 
System Stacks repository 
 

System Stacks for Linux OS Resources 
 
Github:  
https://github.com/intel/stacks-usecase 
https://github.com/intel/stacks 
 
DLRS: 
Version 5.0 Release Announcement and Performance Report: 
https://clearlinux.org/blogs-news/deep-learning-reference-stack-v5.0-now-available 
Pull from DockerHub* docker pull clearlinux/stacks-dlrs_2-mkl 
 
DARS: 
Version 1.0 Release Announcement and Performance Report: 
https://clearlinux.org/stacks/data-analytics-stack-v1 
Pull from DockerHub: docker pull clearlinux/stacks-dars-mkl 
 
DBRS: 
Version 2.0 Release Announcement and Performance Report:  
https://clearlinux.org/blogs-news/database-reference-stack-dbrs-v2-now-available 
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Disclaimers 
Notices and Disclaimers 

Software and workloads used in performance tests may have been optimized for performance 
only on Intel microprocessors. 

Performance tests, such as SYSmark and MobileMark, are measured using specific computer 
systems, components, software, operations and functions. Any change to any of those factors 
may cause the results to vary. You should consult other information for performance tests to 
assist you in fully evaluating your contemplated purchases, including the performance of that 
product when combined with other products. For more complete information visit 
www.intel.com/benchmarks. See charts above for configurations. 

Performance results are based on testing as of 4/6/2020 and may not reflect all publicly 
available security updates. No product or component can be absolutely secure. Your costs and 
results may vary. 

Intel’s compilers may or may not optimize to the same degree for non-Intel microprocessors for 
optimizations that are not unique to Intel microprocessors. These optimizations include SSE2, 
SSE3, and SSSE3 instruction sets and other optimizations. Intel does not guarantee the 
availability, functionality, or effectiveness of any optimization on microprocessors not 
manufactured by Intel. Microprocessor-dependent optimizations in this product are intended for 
use with Intel microprocessors. Certain optimizations not specific to Intel microarchitecture are 
reserved for Intel microprocessors. Please refer to the applicable product User and Reference 
Guides for more information regarding the specific instruction sets covered by this notice. 

Refer to http://software.intel.com/en-us/articles/optimization-notice for more information 
regarding performance and optimization choices in Intel software products. 

Notice Revision #20110804 

Intel, Optane, and Xeon are trademarks of Intel Corporation or its subsidiaries in the U.S. and/or 
other countries. 

*Other names and brands may be claimed as the property of others. 
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