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ABSTRACT
The near exponential growth in sequence data available to
bioinformaticists, and the emergence of new fields of biolog-
ical research, continue to fuel an incessant need for increases
in sequence alignment performance. Concurrently, the High
Performance Computing (HPC) world has seen a steady in-
crease in the use of the Intel Xeon Phi. This is depicted by
the concentration of TOP500 machines that use Phi acceler-
ators, from November 2012 to November 2014, in six month
intervals: 0.40%, 1.60%, 1.80%, 2.80%, and 3.4%. Today,
more than ever before, bioinformatics researchers have ac-
cess to a wide variety of HPC architectures.

To the best of our knowledge, we are the first to implement
a distributed, NCBI compliant, BLAST+ (C++ toolkit)
code, for Intel Xeon Phi clusters. Our solution is robust: dis-
tribted BLAST runs can use the CPU only, the Phi only, or
both (symmetric mode). We employ dynamic load balanc-
ing, fault tolerance, and contention avoiding I/O. Our dis-
tributed BLAST implementation, HPC-BLAST, maintains
90% weak scaling e�ciency to 128 Xeon Phis.

Categories and Subject Descriptors
J.2 [Computer Applications]: Life and Medical Sciences—
Biology and genetics; D.1.3 [Programming Techniques]:
Concurrent Programming—Distributed programming, Par-

allel programming ; C.1.3 [Other Architecture Styles]:
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[Heterogeneous (hybrid) systems]; C.1.4 [Parallel Archi-
tectures]: [Distributed architectures ]

General Terms
Algorithms, Performance

Keywords
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1. INTRODUCTION
Recent advances in sequencing technology (DNA sequenc-

ing, amino-acid and protein characterization, gene expres-
sion data, and whole-genome descriptions) are both provid-
ing bioinformatics researchers with a bonanza of biological
sequence datasets, and broadening the applications for se-
quencing [3]. For each of the major sequence archives, an
eighteen month doubling time for the number of nucleotides
is reported, near exponential growth in the sequences avail-
able to researchers.

Sequence similarity searching remains among the most im-
portant and challenging tasks in bioinformatics. The Basic
Local Alignment Search Tool (BLAST) is the most popu-
lar sequence search and alignment tool in use today, widely
adopted for its sensitivity and speed; the seminal papers for
BLAST and Position-Specific Iterated (PSI)-BLAST have a
combined 109, 118 citations [1, 2]. The level of usage for
BLAST suggests that any improvement to its performance
would have a pervasive e↵ect on the field of bioinformatics.

With each passing day, sequential BLAST becomes less
able to keep pace with the performance requirements placed
upon it by the bioinformatics communitity. This
phenonomen is described in many di↵erent ways. A 2003
study found that searching the GenBank database requires
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approximately 64% more time each year, always using cur-
rent hardware. It is reported that metagenomics studies can
take 800, 000 CPU hours, and that BLAST can make up
99.97% of that runtime. It is reported that the search speed
of BLAST has become insu�cient for the typical metage-
nomic analyis. Researchers report that the minutes required
for a single protein search against NCBI’s NR database can
be too long to be practical. People say that biological se-
quence data is accumulating more quickly than the growth in
computing e�ciency predicted by Moore’s Law, or that ex-
pansion of genetic sequence information exceeds the growth
in computing power available at a constant cost.

In the recent past, many classes of BLAST acceleration ef-
forts have occurred. The National Center for Biotechnology
Information (NCBI)-BLAST software supports multithread-
ing in the preliminary stages of the BLAST algorithm. Oth-
ers have implemented both multithreaded and vectorized
BLAST algorithms. Many groups have implemented Field
Programmable Gate Arrary (FPGA) BLAST acceleration.
There are BLAST implementations distributed across a clus-
ter, distributed using web services, and distributed across a
grid of clusters. MapReduce implementations of BLAST ex-
ist. NCBI maintains a BLAST server farm, that parallelizes
BLAST runs at the job level, scheduling more than 100, 000
jobs per day. People have accelerated BLAST for the GPU,
and the cell broadband engine architecture. To the best of
our knowledge, we are the first to implement a distributed,
NCBI compliant, BLAST+ (C++ toolkit) code, for Intel
Xeon Phi clusters.

2. APPROACH
The problem that HPC-BLAST was designed to solve is

that scenario in which the user performs the number of
queries against a database of such a size, in a single run,
such that the run is intractable using a non-distributed solu-
tion. Our approach is to partition the queries; partition the
database; distribute much smaller runs between Message
Passing Interface (MPI) processes and OpenMP threads;
and combine the results, as if a single large serial run was
done.

In order to achieve load balancing, we partition the queries
even further, giving out one small piece of work at a time to
MPI ranks that are ready for work. Fault tolerance is real-
ized by asking that MPI ranks, for each small piece of work,
report back when that work is finished. Once all the work
has been given out, all pieces of work for which no MPI rank
has reported completion, are given out again. The above se-
ries of steps are repeated until, for all pieces of work, some
MPI rank has reported completion. Our solution avoids I/O
contention by accumulating results from a number of small
pieces of work, in a centralized location, writing only from
the centralized location.

HPC-BLAST will run in a number of di↵erent hardware
scenarios. It can run on any number of devicess (Intel Xeon
Phi) on either a single node or any number of nodes. It
can run on the host (Intel Xeon) on either a single node or
any number of nodes. It can run on both the host and any
number of devices on either a single node or any number of
nodes.

For each hardware scenario, HPC-BLAST can run using
a number of di↵erent problem configurations. For instance,
on a single device, one could give HPC-BLAST a single MPI
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Performance of HPC-BLAST
WEAK SCALING (Constant Problem SIzse per Device)

Comparing against Perfect Scaling
48 Compute Nodes, each with 2 8-core Intel Xeon E5-2670 Processors and

 4 Intel Phi 5110P coprocessors

Perfect Scaling
HPC-BLAST

Figure 1: HPC-BLAST Weak Scaling Results, De-
vice only, Internode.

rank. The query file is partitioned between MPI ranks, so
in this example, the single MPI rank sees all the queries.
The single MPI rank is given a set of OpenMP threads,
each of which is given a chunk of the database for that
MPI rank, and chunk of the queries for that MPI rank. For
each OpenMP thread, one NCBI-BLAST run is done. Each
NCBI-BLAST run is given a number of threads with which
to further partition the database associated with that NCBI-
BLAST run. When there is more than one MPI rank, the
configuration space is slightly more complicated, but con-
ceptually, the situation is identical. The configuration space
is flexible so that the end user can tune HPC-BLAST for a
specific problem and hardware combination.

3. RESULTS
Figure 1 shows weak scaling results for HPC-BLAST scaled

to 128 devices on 32 compute nodes. An e�ciency of 90%
is maintained to 128 devices. By e�ciency, we mean the
total time to solution when running on a number of devices,
divided by the time to solution when running on a single de-
vice. Because weak scaling gives the same amount of work
to each device, perfect scaling would result in no change in
the time to solution as devices are added.

Strong scaling studies demonstrate that HPC-BLAST is
able to achieve better speedup than NCBI BLAST on both
the host and the device. HPC-BLAST has also been shown
to achieve higher performance compared with mpiBLAST,
a popular parallel BLAST implementation, in strong scaling
studies, scaling across devices.
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