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Figure 1: The top row of images show a typical game scene rendered with different number of samples/pixel (spp) and varying amounts of
stochastic motion/defocus blur, ranging from 4 spp and no blur (left) to 16 spp and large blurs on the right. The bottom row visualizes the
lengths of the per-pixel lists in our deep shading buffer, which enumerates for each pixel in canonical shading space which primitives need to
be shaded. Note that the canonical shading space is not stochastically sampled, i.e., primitives are sharp, and the amount of shading work is
very insensitive to both the amount of blur and the visibility sampling rate of the final image, as can be seen in the heat maps.

Abstract

Real-time rendering with true motion and defocus blur remains an
elusive goal for application developers. In recent years, substan-
tial progress has been made in the areas of rasterization, shading,
and reconstruction for stochastic rendering. However, we have yet
to see an efficient method for decoupled sampling that can be im-
plemented on current or near-future graphics processors. In this
paper, we propose one such algorithm that leverages the capabil-
ity of modern GPUs to perform unordered memory accesses from
within shaders. Our algorithm builds per-pixel primitive lists in
canonical shading space. All shading then takes place in a sin-
gle, non-multisampled forward rendering pass using conservative
rasterization. This pass exploits the rasterization and shading hard-
ware to perform shading very efficiently, and only samples that are
visible in the final image are shaded. Last, the shading samples are
gathered and filtered to create the final image. The input to our al-
gorithm can be generated using a variety of methods, of which we
show examples of interactive stochastic and interleaved rasteriza-
tion, as well as ray tracing.
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1 Introduction

Motion and defocus blur are important effects for mimicking the
imagery produced by real cameras, and are widely used in offline
rendering to get the desired visual look. Support for high qual-
ity blur effects in future graphics processors would be an impor-
tant step towards higher visual quality also in real-time applications
such as games. However, current graphics hardware pipelines are
built and optimized for efficient rendering of static geometric, as-
suming a pinhole camera model.

Adding hardware support for stochastic sampling over the time
and lens introduces a major disruption, affecting large parts of the
pipeline. Recent research has focused on efficient traversal algo-
rithms, shading methods, buffer compression, and image recon-
struction for stochastic rendering. These parts together can likely
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be used to implement a very efficient novel hardware pipeline for
stochastic rendering. However, it is our goal to find algorithms that
do not require such disruptive changes.

We propose a novel method for efficient decoupled shading in the
presence of blur, which can be implemented on commodity GPUs.
Through minor hardware changes, most notably support for conser-
vative rasterization, the algorithm can be made significantly more
efficient. This already lies on the horizon, as Microsoft has an-
nounced support for conservative rasterization in their upcoming
Direct3D 12 graphics API. Similar to previous work [Ragan-Kelley
et al. 2011; Liktor and Dachsbacher 2012; Clarberg et al. 2013],
we rely on decoupling visibility samples from shading samples to
allow efficient shading reuse with depth-of-field and motion blur.

Our work is inspired by the deep indirect frame buffer [Ragan-
Kelley et al. 2007], as well as Clarberg et al.’s [2013] hardware
architecture for decoupled sampling. Their method first stochasti-
cally renders all geometry to determine exactly what needs to be
shaded, and then proceeds by sorting and shading the small set of
unique shading points. We similarly start by finding the minimal
set of shading samples. However, by organizing the data in a dif-
ferent way, we entirely bypass their sorting step and rely on the
existing forward rendering graphics pipeline to perform shading in
a second pass. Instead of sorting per-sample shading point iden-
tifiers (SPIDs), our method builds compact lists of primitive IDs
directly in shading space. We call this a deep shading buffer, which
enumerates for each shading-space pixel the minimal set of prim-
itives that need to be shaded. The key realization is that we can
then efficiently fill in colors by rendering the scene into shading
space, using a pinhole camera and a single sample per pixel. Since
a visibility sample may map to anywhere within a pixel in shad-
ing space, while the pixel center may lie outside the primitive, this
requires conservative rasterization to avoid missing pixels.

In summary, our key contributions are:

. A method for creating and shading a deep shading buffer to
allow decoupled sampling at interactive rates.

. The development and analysis of a complete system for
stochastic rendering that runs efficiently on current GPUs.

In the following, we will first review related work, and then describe
our algorithm and rendering system in Section 3 and 4, respectively.
This is followed by an evaluation and discussion of our results.

2 Related Work

Séquin and Smyrl present parameterized ray tracing [1989], where
the notion of deep frame buffers is introduced. After a first ray
tracing pass, each pixel stores expressions that are used to quickly
change light sources and materials in subsequent relighting passes.
Similarly, a G-buffer [Saito and Takahashi 1990] may contain, e.g.,
depth, normals, and texture coordinates, generated in a first pass. In
a second pass, shading is performed using the G-buffer data. Such
deferred rendering methods are popular in current game engines.
Similarly, deep frame buffers have been used in several interactive
lighting design projects [Gershbein and Hanrahan 2000; Pellacini
et al. 2005]. The LightSpeed system [Ragan-Kelley et al. 2007]
introduces an indirect frame buffer, where visibility is decoupled
from shading. Our method exploits a similar indirection.

Current graphics processors use multisampling antialiasing
(MSAA) [Akeley 1993], where each generated fragment (i.e., sam-
ples within a pixel, coming from a single triangle) is shaded once
and the color written to each covered sample. It is now well known
that MSAA breaks down with stochastic sampling, as the num-
ber of primitives overlapping each pixel quickly increases with
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Figure 2: Left: A triangle with global primitive ID k, as seen in
screen space, is stochastically rasterized by performing visibility
tests for a set unique lens coordinates, (u, v), and times, t. The
triangle at one such specific uvt-coordinate is highlighted. Each
visibility sample (red) that hits is mapped to shading space. Right:
In shading space, the hit point is quantized to the nearest pixel cen-
ter, sxy = (sx, sy), at which shading will take place. The depth at
the shading point, sz , is also computed, and the tuple (k, sxy, sz)
is stored to the frame buffer. The pair (k, sxy) uniquely identifies
what/where we need to shade for that sample, and sz is used to
build a conservative depth buffer for culling.

blur [Munkberg et al. 2011]. Furthermore, in order to shade a group
of stochastically generated samples together, large anisotropic tex-
ture filters are necessary [Loviscach 2005; Andersson et al. 2014].
As an alternative to stochastic sampling, interleaved rasteriza-
tion [Keller and Heidrich 2001; Fatahalian et al. 2010] may be used.
However, this requires supersampled shading (SSAA) due to the
rasterization order. MSAA would significantly blur the result since
the low-resolution triangle rendered for each sample tuple is scaled
up and the samples interleaved to create an image.

Ragan-Kelley et al. [2011] propose decoupled sampling of shad-
ing and visibility through lazy shading and caching in a canonical
per-primitive shading space, which corresponds to the screen space
pixel grid over the primitive as seen from the center of lens and
time. Each rasterized sample is mapped to shading space and quan-
tized to the nearest shading point. A shading memoization cache
then ensures that shading values are lazily evaluated and reused
when possible. The method elegantly reduces the cost of pixel
shading with blur, but may require significant hardware changes.
In object-space methods [Burns et al. 2010; Clarberg et al. 2014],
shading is evaluated on shading grids defined over tessellated ge-
ometry to enable shading reuse also between primitives. These
methods natively support stochastic rendering as the shading space
is tied to the geometry, but also require new hardware.

Liktor and Dachsbacher [2012] propose deferred decoupled shad-
ing, where instead of lazily executing shading, they use an indirect
frame buffer that points into an array of lazily allocated G-buffer en-
tries. Note that occluded entries are not automatically culled. The
indirect G-buffer is shaded in a second pass, and the result is gath-
ered into the frame buffer. This is similar to our algorithm in the
use of framebuffer indirection. However, we do not generate a G-
buffer and shade only what is visible using an inexpensive forward
rendering pass. Therefore, our method is not deferred in the tradi-
tional sense and we allow change of shaders and resources. Their
method runs on commodity GPUs, but is reported to suffer from
heavy contention in the atomic operations. Clarberg et al. [2013]
suggest a more efficient algorithm for deferred shading that, how-
ever, requires specialized hardware. Their method first stochas-
tically rasterizes all geometry to determine a per-sample shading
point identifier (SPID). Similar to our method, no shading is exe-
cuted in this first pass. The SPIDs are then sorted in a second (tiled)
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Figure 3: Overview of the data flow in our algorithm. First, the scene is stochastically rendered using n samples/pixel (spp). For each
sample hit, the shading point sxy and its depth sz in shading space are computed and stored to the frame buffer. In a compute pass, this
multi-sampled frame buffer is processed to build three new data buffers: A) a deep shading buffer (DSB) of per-pixel primitive ID lists in
shading space, enumerating which primitives need to be shaded at each pixel, B) conservative zmax in shading space, and C) per-sample
address of where to fetch the color from, which accelerates the resolve pass. Then, pixel shading is performed by rendering the scene at
1 sample/pixel with conservative (non-stochastic) rasterization into the DSB, using zmax for depth culling. For each shaded pixel, the list of
primitive IDs is traversed and the color stored to the matching offset. Last, the final image is computed by gathering and filtering the colors.

pass, producing a minimal list of coherent shading work. Our al-
gorithm shares the same benefits, but avoids the sorting step and
relies on the existing forward rendering pipeline for executing pixel
shading, which makes it possible to implement on current GPUs.

Andersson et al. [2014] shade in texture space by first using conser-
vative rasterization to render a sparse mipmap hierarchy of shading
values per draw call. The result is then applied as a texture during
final stochastic rasterization of the draw call. Their method relies on
having an appropriate parameterization of the geometry in texture
space, e.g., a texture atlas, which limits its applicability. However,
similar to our algorithm, it executes shading in the forward render-
ing pipeline using conservative (standard, non-stochastic) rasteri-
zation. The main differences are that we do not require a global
parameterization, and that we shade after visibility determination
instead of before, thereby avoiding shading occluded samples. We
also perform all shading in a single rendering pass, without ping-
pong’ing between shading and stochastic rasterization.

Out of these published methods, only a few can be (reasonbly) ef-
ficiently implemented on existing graphics processors: MSAA (us-
ing larger texture footprints) [McGuire et al. 2010; Munkberg et al.
2011], Liktor and Dachsbacher’s deferred shading method [2012],
and adaptive texture space shading [Andersson et al. 2014]. How-
ever, each method has severe limitations, e.g., poor scaling behav-
ior, heavy use of atomics, or over-shading. Our algorithm tries to
address all these concerns.

3 The Deep Shading Buffer

In this section, we aim to solve the problem of reducing pixel shad-
ing with stochastic rendering in a way amenable to efficient im-
plementation on current and future GPUs. We address two main
problems: how to efficiently reuse shading, and how to shade only
what is visible. It is widely recognized that shading reuse can be
accomplished by decoupled sampling of shading and visibility, and
executing shading at a lower frequency [Cook et al. 1987; Ragan-
Kelley et al. 2011]. For motion blur and depth of field, a common
approximation is to evaluate shading at a single (or few) instances in
time and as seen from the center of the lens. Looking at the second
problem, i.e., avoiding shading samples that will later be occluded,

this is typically solved using either a z-prepass or deferred shading.
However, neither is a good approach for stochastic rendering due to
the higher rasterization cost and large G-buffers required. Clarberg
et al.’s [2013] hardware solution to this problem first enumerates
the unique set of required shading samples, and then shade without
requiring an extra z-prepass.

Inspired by these approaches, we define the deep shading buffer
(DSB) to be an array of compact per-pixel primitive lists in shading
space, which enumerate for each pixel the minimal set of primi-
tives that need to be shaded. That is, a primitive is only included in
a pixel if it is referenced by at least one sample in the final im-
age that maps to that pixel in shading space. Each primitive is
described by a single 32-bit global primitive ID, no other data is
stored. The choice of mapping from screen space to shading space
is orthogonal to our method. The only requirement is that it pre-
serves straight lines, i.e., a triangle on the screen must be a triangle
in shading space, although it can be arbitrarily stretched, rotated,
or translated. In practice, we use the canonical mapping of Ragan-
Kelley et al. [2011], which is illustrated in Figure 2. As we will see
in Section 6, the average list length is typically 1.5 or fewer prim-
ives/pixel, meaning that the deep shading buffer touches only about
25 MB of memory (including book-keeping and shading storage).

In the following, we will look at how the deep shading buffer is
created, how shading is executed, and how it is stored in an indirect
frame buffer. To guide the reader, Figure 3 presents an algorithmic
overview, and Appendix A lists pseudocode for each step.

3.1 Generating the Deep Shading Buffer

The key idea is to, in a first pass, generate a set of shading point
identifiers (SPIDs) enumerating all shading work that is required
to complete the image, and then in a second pass process these to
compute a compact deep shading buffer. The SPIDs are found by
rendering the scene using stochastic sampling of the time and lens
dimensions, and for each sample that hits a primitive k, map the hit
point to a shading space pixel sxy = (sx, sy). We define a SPID as
the tuple (k, sxy) following previous work [Clarberg et al. 2013].

At the end of the first pass, the fullscreen SPID buffer enumerates
the primitive and position in shading space for each visible sample.



This is, so far, identical to Clarberg et al.’s [2013] method. Note
that no pixel shading has yet been done. As a further optimization
down the pipeline, we also compute and store the depth sz of the
primitive in shading space at the position sxy , alongside each SPID.
We then initiate the deep shader buffer. The operations involved
are conceptually very simple, although the GPU implementation
requires some thought (Section 4.3). For each SPID, the primitive
ID k is appended to a list at pixel sxy of the deep shading buffer, if
it does not already exist.

Although the lists are of variably length, the total memory is
bounded by the total number of SPIDs (i.e., the number of samples
on screen). We can thus use fixed memory allocations and do not
have to worry about overflows. Alongside the deep shading buffer,
we optionally generate two auxiliary buffers to optimize the later
shading and resolve passes. The first is a conservative depth buffer,
i.e., holding the zmax of the primitives in each shading-space pixel.
The second is a per-sample address buffer, which points to where
the color for each sample will be stored. This is a type of indirect
frame buffer, although no color values have yet been computed.
Both of these buffers are also of fixed size.

3.2 Shading and Resolve

The deep shading buffer is shaded by rasterizing the scene into
shading space using a single sample per pixel (1 spp). We note
that in the canonical shading space, all geometry is stationary, i.e.,
triangles do not undergo motion blur or depth of field. Hence, the
shading pass can use traditional 2D hardware rasterization to very
efficiently setup and execute pixel shading for the set of primitives
and pixels that need to be shaded. This is the key realization that
led us to develop the described method.

In practice, (outer) conservative rasterization [Akenine-Möller and
Aila 2005; Hasselgren et al. 2005] has to be used since in the map-
ping from screen space to shading space, a sample may end up any-
where within a shading-space pixel. Hence, all pixels that in any
part overlap a primitive must be included to avoid missing shading.
At each pixel, the primitive list is traversed looking for the current
primitive’s ID k. Only if it is found, the pixel shader is evaluated
and its output stored to the indirect frame buffer. At the end of this
pass, we have shaded all pixels that contribute to samples in the final
image. Note that this is a type of deferred shading, although shad-
ing is executed using forward rendering, where state changes are
allowed and attribute interpolation is performed over the primitives
as usual. In other words, there is no need to generate a G-buffer
or to use a single uber-shader, while we share the same benefit of
shading only what is visible.

Finally, the resolved image is computed by gathering the per-
sample colors via the indirect frame buffer, and applying a suitable
reconstruction filter. In the next section, we will describe our im-
plementation of the complete rendering system in more detail.

4 GPU Implementation

For the evaluation of our shading method, we have developed an in-
teractive rendering system for stochastic effects, which runs entirely
on Direct3D 11-level GPUs. The system natively supports motion
blur and depth of field, and implements a variety of rasterization
and shading techniques, as well as state-of-the-art interactive light
field reconstruction [Munkberg et al. 2014]. This work has given us
many insights into important design choices and tradeoffs, which
have not been carefully described in previous work. Therefore, we
will devote some space here to describe the overall system.

4.1 System Overview

The overarching goal is to allow exploration of advanced GPU al-
gorithms, such as stochastic rasterization, reconstruction, and new
shading methods, in a unified framework and without having to
modify each individual application. To make this possible, we sepa-
rate user code, i.e., the application rendering loop and its resources,
from the underlying graphics hardware by recording the rendering
command stream during each frame. The stream includes all state
changes and draw calls. Our system then builds a custom graphics
pipeline by dynamically compiling a set of suitable shaders based
on the current configuration and contents of the stream, after which
the command stream is played back. The system is built in C++ and
uses the Direct3D API and HLSL shaders.

A main difference to some related previous systems [Zhou et al.
2009; Laine and Karras 2011b] is that we try to run as much as
possible through the traditional 3D pipeline instead of in compute
mode, in order to take advantage of existing fixed-function hard-
ware for rasterization, interpolation, scheduling, frame buffer op-
erations, etc. For example, to implement conservative rasteriza-
tion, a pair of geometry (GS) and pixel (PS) shaders are compiled.
In this particular case, the GS expands the primitive and the PS
performs attribute interpolation, before calling the original pixel
shader. However, for things that cannot be easily expressed in the
regular 3D pipeline, compute shaders (CS) are used. During exe-
cution, performance queries are used to measure timing and UAV
buffers to gather other statistics, e.g., number of sample tests, or
shaded pixels. Such instrumentation code is dynamically compiled
in, and disabled in the reported timings.

4.2 Primary Visibility and SPID Generation

Our shading system expects a full-screen buffer of shading point
identifiers (SPIDs) as input. This data can be generated by a variety
of primary visibility algorithms, independently of the subsequent
shading operations. Since the choice of visibility algorithm affects
both overall system performance and image quality, we have ex-
plored several different strategies. We focus on methods that sup-
port 5D sampling over the image, lens, and time dimensions.

Stochastic Rasterization By extending the two-dimensional
rasterizer with lens (uv) and time (t) dimensions, stochastic sam-
pling of motion/defocus blur is possible [Cook et al. 1984; Akenine-
Möller et al. 2007]. This makes each sample-in-triangle test more
expensive, but also increases the total number of tests as a blurred
primitive may occupy a large region on screen. The number of sam-
ple tests can be drastically reduced by hierarchical traversal [Fa-
tahalian et al. 2009; Munkberg et al. 2011; Laine et al. 2011;
Munkberg and Akenine-Möller 2012], but these techniques aim at
new hardware architectures and do not map well to current GPUs.

For implementation on the current 3D pipeline, we are limited to
brute force sampling. We largely follow the approach of McGuire
et al. [2010], which uses a geometry shader (GS) to compute the
convex hull of each blurred triangle, and then does 5D sample-
in-triangle tests in a pixel shader (PS). However, there are a few
notable differences. First, the code has been optimized by using
faster coverage tests [Laine and Karras 2011a]. Second, since for
SPID generation we do not need either interpolated vertex attributes
(other than depth) or derivatives, the pixel shader becomes signifi-
cantly simpler. Finally, we execute the pixel shader at sample rate,
while McGuire et al. used MSAA and output a single approximate
depth for all covered samples. Unfortunately, while stochastic ras-
terization has the potential to provide for the best image quality,
the lack of means to hierarchically cull sample tests means that the
current GPU implementation scales poorly with blur.



Interleaved Rasterization As an alternative to stochastic sam-
pling, interleaved rasterization [Keller and Heidrich 2001; Fata-
halian et al. 2009] is a better fit for current GPUs. The idea is to
select a small set of N fixed sample tuples (uvt)i, where i ∈ [1, N ],
and evaluate visibility only at these particular points on the lens and
in time. By iterating over tuples, the standard 2D hardware raster-
izer can be used to efficiently perform sample tests for all xy posi-
tions before stepping to the next tuple. As such, the result does not
converge if more samples per pixel are added, but quality is good
enough if N is sufficiently large.

Assume an output with n samples per pixel (spp), where n ≤ N .
For example, with 8 spp and N = 32 sample tuples, we arrange the
tuples in a table of 2× 2 pixels to spread out the repetition equally
in x and y. Each triangle is then rendered N times, but at half res-
olution and using only 1 spp. Since the rasterizer by default tests
at the pixel center, we add a per-tuple subpixel offset to jitter in
xy, before displacing the triangle vertices according to each tuple’s
uvt-coordinates. For convenience, the render target is setup as a 2D
array with N slices, e.g., for a final resolution of 1280 × 720 pix-
els and 8 spp, we render into a single-sampled buffer of resolution
640 × 360 with 32 slices. The main design choices relate to when
to choose array slice, and where the replication of each triangle into
N copies occurs. We list four strategies below:

Rasterization algorithm Description

Interleave-RepeatFrame Iterate over slices, for each draw the entire frame.
Interleave-RepeatDraw Iterate over draw calls, repeat each draw N times.
Interleave-Instancing Use instanced draw with N instances, pass-through

GS to select render target array slice.
Interleave-ReplicateGS Render scene once, but let GS output N triangles

for each input triangle, each to a separate slice.

The first two methods do not require a geometry shader; render-
ing is repeated by submitting N times as many draw calls, which
may cause an application to become CPU-bound if driver overhead
is large. Out of the two, RepeatFrame is preferably due to better
memory locality in the frame buffer. Instancing exploits the in-
stancing capability of modern graphics APIs, where a draw call is
submitted once but automatically repeated on the GPU. In this case,
the shader selects output slice. Due to a limitation in Direct3D 11,
this can only be done from a geometry shader, which would not
otherwise be necessary. Last, ReplicateGS avoids the extra geome-
try processing by creating N triangles for each input triangle in the
geometry shader. However, the large data expansion (3N output
vertices, each at least 32 bytes) causes problems for many architec-
tures, and we have found ReplicateGS to be the slowest alternative,
although it is conceptually the simplest.

The key benefit of interleaved rasterization is that the rasterization
cost does not increase with blur, since essentially N sharp trian-
gles are drawn, which are just positioned differently. The method
does scale poorly with increasing number of tuples, N , since more
triangle are processed and each triangle becomes smaller. For this
reason, it is important to keep N as low as possible.

Ray Tracing As a proof of concept, we have implemented a front-
end that performs ray tracing on the CPU to evaluate primary vis-
ibility including motion blur to generate a deep shading buffer,
which is then shaded on the GPU. Figure 4 shows an example. We
use the optimized Embree ray tracing kernels [Wald et al. 2014] for
this purpose. Although we have not delved into the details, we find
this hybrid CPU/GPU solution with a compact, deep shading buffer
being the only shared data structure an interesting approach to off-
loading shading work to the GPU. The method exploits the hard-
ware 3D pipeline for performing pixel shading, taking advantage of
its built-in attribute interpolation, texture samplers, etc., while the
CPU focuses on ray traversal and transforming each hit point into

Figure 4: A proof-of-concept rendering of the CHESS scene, where
the primary visibility and SPID buffer are generated by ray tracing
with Embree, and shading is performed on the GPU.

a SPID. Note that the latter does not require accessing any shading
resources, e.g., textures, which may not even be available.

An important benefit of using ray tracing is that the intermediate
fullscreen SPID buffer can be avoided. When a ray hits the first vis-
ible primitive at each sample, we can compute its SPID and directly
insert the primitive ID at the corresponding pixel in shading space.
This is in contrast to using rasterization, where the final set of vis-
ible samples is not known until all geometry has been processed,
and the deep shading buffer has to be created in a separate pass.

4.3 Creating the Deep Shading Buffer

After the first pass, the frame buffer holds the full set of SPIDs that
enumerate all shading pixels and primitives to be shaded. We pro-
cess this data in compute shaders to create a compact deep shading
buffer, reducing the set of SPIDs to the minimal set of unique pix-
els/primitives. In the following, assume the deep shading buffer is
stored as a linked list, where each list entry is a tuple (PrimID,
Next) stored as two integers. A shading-space sized buffer holds
the begin pointer to each list, or an END marker if empty.

A compute shader is dispatched over the fullscreen SPID buffer. For
each SPID (stored as a uint2), the shader iterates through the associ-
ated list at its shading-space pixel sxy , and appends the ID k to the
beginning of the list if it is not found. This is done using an atomic
compare-exchange to update the list’s begin pointer. Note that we
have no guarantee that another GPU thread does not try to simulta-
neously append an ID to the same list, as any sample on the screen
can potentially map to the same shading space pixel. To avoid du-
plicate insertions of the same ID, we would have had to spinlock on
a mutex guarding the list. However, a spinlock cannot be safely im-
plemented in Direct3D 11, without making dangerous assumptions
on how the underlying hardware operates. Assume that two GPU
threads that execute in lockstep within the same SIMD unit tries to
acquire a lock. One will succeed and the other one fail and enter a
spinlock loop. Since the threads execute in lockstep, if the spinlock
loops comes first, the GPU will deadlock as the other thread never
gets a chance to release its lock. For this reason, we cannot ensure
that the same ID is not multiply inserted. This is not a major prob-
lem, since the total memory is still bounded, but longer lists slow
down the pixel shader in the shading pass.

To address this, we optionally execute a second compute shader
over shading-space pixels, in order to compact the lists by remov-
ing duplicate entries. Since in this pass, each thread only operates
on its own list, no atomic operations are needed. As a further opti-
mization, we put the first M unique primitive IDs in a linear array,
and only if this is exhausted, switch to a linked list for the remain-
ing IDs. In fact, with M = 16 this fallback never triggers on our
test scenes. The linear storage speeds up the traversal done in the
shading pass by avoiding pointer chasing, and is a net win despite
the extra compute pass.



It should be mentioned that if the zmax optimization is used, we
additionally use an atomic-max operation to update the depth value
at sxy to include sz . This depth buffer is initially cleared to 0, and
after all SPIDs have been processed it holds the maximum depth
at each shading-space pixel. Also, the offset at which each prim-
itive ID is stored, is written to a per-sample address buffer (c.f.,
Figure 3). This serves the purpose as an indirect frame buffer.

4.4 Shading Pass

In the shading pass, it is critical that all pixels that in any part over-
lap a triangle in shading space are rasterized and shaded, as other-
wise shading samples would be missed. This requires conservative
rasterization, as opposed to standard sample-based rasterization.
Due to the lack of hardware support in current GPUs, we implement
conservative rasterization in a geometry shader (GS) [Hasselgren
et al. 2005]. The triangle is first clipped to the near plane, and then
a bounding shape B with up to eight vertices is computed, which
dilates the triangle by 0.5 pixels in all directions. To enable our
depth-culling optimization (c.f., Figure 3), it is desirable to place B
as far back as possible, while never beyond the original triangle. In
practice, if B does not intersect the near plane, we place it in the
plane of the original triangle, and otherwise at the near plane.

The main drawback of a geometry shader-based approach, besides
having to enable the GS stage, is that we cannot rely on built-in
perspective-correct vertex attribute interpolation.1 Instead, the ver-
tex attributes of the original triangle have to be passed to the pixel
shader for manual interpolation, which consumes a large number of
input/output registers. For these reasons, we believe hardware sup-
port for conservative rasterization is highly desired. In Section 6 we
have estimated the performance gains that could result.

Within the pixel shader, we first iterate through the current pixel’s
list of primitive IDs, looking for the current ID. If it is not found,
the execution is discarded. Once a color value has been computed,
it is written to a separate storage buffer. The address at which the
color is stored is computed based on the offset of the primitive ID
in the list. This makes it possible to, via the address buffer, quickly
gather samples in the resolve pass.

4.5 Reconstruction

We have integrated a recent reconstruction algorithm [Munkberg
et al. 2014] into our rendering system. With reconstruction en-
abled, we obtain mostly noise-free images from 8 spp even with
interleaved sampling, as can be seen in Figure 10. During the ras-
terization pass, we store a motion vector for each sample. This is
then combined with the depth buffer and the shaded result per sam-
ple, and fed to the reconstruction pass. The additional cost of re-
construction, including the overhead of collecting motion vectors,
is about 16–21 ms per frame on a discrete GPU using our opti-
mized implementation (see Section 6). This should be compared to
the cost of visibility sampling at much higher rates (64-256 spp) to
reach a similar visual quality without reconstruction.

5 Suggested Hardware & API Changes

During our work of implementing the rendering system using the
Direct3D 11 graphics API, we have identified a number of minor
hardware and API changes that would improve performance:

1Since the triangles that make up B do not always lie in the plane of the
original triangle, there must be a fallback for manual interpolation in the
pixel shader, which necessities passing all attributes between the GS/PS.

Conservative rasterization The hardware rasterizer is modified to
include all conservatively covered pixels, i.e., all pixels that in
any part overlap a triangle. This would vastly improve the per-
formance of our shading pass. Since we still want to evaluate
attributes and shading at the center of each pixel, the current
interpolation logic can remain the same, making this a modest
change with a large net win. Indeed, support for conservative
rasterization in Direct3D 12 has already been announced.

Multi-rate shading We have seen that stochastic rasterization im-
plemented in a per-pixel shader is close to 2× as efficient as
using per-sample shaders. However, current APIs do not al-
low an MSAA shader to output per-sample values, i.e., depth
and SPIDs. Multi-rate shading [Vaidyanathan et al. 2014b; He
et al. 2014], i.e., pixel rate with per-sample output, would be
very valuable. Furthermore, the possibility to execute compu-
tations at lower than pixel rate would allow efficient hierar-
chical traversal [Laine et al. 2011; Munkberg et al. 2011].

Select array slice from the VS Rendering to a 2D array in Di-
rect3D 11, it is only possible to select array slice from the
geometry shader. Allowing array slice selection from the ver-
tex shader would alleviate the need for a pass-through GS.

Per-triangle data Both user-space stochastic rasterization and
conservative rasterization require passing the original trian-
gle’s vertex attributes between the GS & PS stages. This cur-
rently requires replicating all attributes to each output vertex.
The ability to set up per-triangle data in the GS would be a
cleaner and more performant solution.

Global per-triangle ID The current system-generated value is re-
set for each draw/instance, and is incremented only once per
patch when tessellation is used. For our needs, a global ID
that is incremented per output triangle would be more useful.

Apart from improving the efficiency of our algorithm, many of
these changes would likely be useful in a number of other appli-
cations. For example, conservative rasterization has seen a wide
range of uses in previously published literature.

6 Results

In this section, we will present measurements done on the rendering
system described in Section 4. Our main technical contributions re-
late to the deep shading buffer, although performance and statistics
for all stages are reported.

Settings For the evaluation, we have chosen test scenes with
widely varying complexity, both in terms of geometry and pixel
shading. Specifically, we have added shadow mapping in order to
make the pixel shaders more realistic. By changing the number
of lights, we can thus vary both the length of a shader, as well as
how much texture bandwidth it consumes. Table 1 lists the con-
figurations we have used. Note that we do not apply any clever
light culling, e.g., in the ARENA scene each shader evaluation per-
forms all 64 shadow lookups and BRDF computations; a real game
engine may perform better, but may also have to deal with overall
more complex scenes. The performance measurements were run on
three different graphics processors:

Name Model Form factor TDP
GPU A NVIDIA GeForce GTX 780 discrete 250W (GPU)
GPU B AMD Radeon R9 290 discrete 250W (GPU)
GPU C Intel Iris Pro Graphics 5200 integrated 47W (CPU+GPU)

All renderings were done at 1280× 720 pixels resolution at 8 sam-
ples per pixel (spp), using a 16-bit floating-point RGBA color for-
mat. The number of samples per pixel primarily affects the an-



ARENA (1.54 exec/px) SPONZA (1.45 exec/px) POWER (1.31 exec/px)

Figure 5: These are our main test scenes, here shown rendered using interleaved rasterization with 8 spp and after reconstruction. ARENA
has about 0.5M triangles and an expensive pixel shader with textured diffuse, specular, and normal maps, as well as 64 shadow map lookups,
each involving an evaluation of the Blinn-Phong reflection model. On the other end of the spectrum, POWER uses a single shadowed light
and only a diffuse texture. The heat maps show the lengths of the per-pixel lists of the deep shading buffer, where dark blue is one and cyan
two. The numbers in parenthesis are the average number of shader invocations per pixel using our method.

Scene #tris #draws #lights shadows blur
ARENA 528k 855 64 yes defocus & motion
SPONZA 256k 392 16 yes defocus
POWER 111k 286 1 yes defocus
CHESS 46k 19 16 no motion

Table 1: Our tests scenes have been configured to span a wide
range of pixel shading complexity. The most complex scene,
ARENA, has fairly small geometry and a large number of shadowed
light sources. CHESS is adapted from Andersson et al. [2014], and
is the only scene that supports their shading method.

tialiasing quality of in-focus regions, but a higher sample count also
helps the reconstruction filter [Munkberg et al. 2014]. In practice,
4–8 spp is sufficient for very high image quality with reconstruction
enabled. Without reconstruction, many more samples (e.g., 64–256
spp) are needed for noise-free results, c.f., the images in Figure 1
which were rendered without reconstruction.

In all scenes, we use the canonical shading space, where shading is
executed once per pixel for the triangle at time t = 0.5 as seen from
the center of the lens [Ragan-Kelley et al. 2011]. Downsampling by
either globally or locally reducing the shading rate, e.g., in regions
of blur [Vaidyanathan et al. 2012; Liktor and Dachsbacher 2012],
is supported by scaling triangles in shading space. This has little
or no impact on the initial rasterization and the final reconstruction
passes, which operate on full resolution buffers. However, the size
of the deep shading buffer is reduced and depending on where the
bottleneck lies, i.e., geometry throughput vs pixel shading, this may
improve performance. A full evaluation is saved for future work.

The memory requirements for our algorithm using the described
rendering settings are listed below. We have assumed a guard band
of 64 pixels width, but this may be dynamically sized.

Buffers Allocated size
Frame buffer (SPID (k, sxy) and depth z) 84.4 MB
Deep shading buffer (linked lists & storage) 117.1 MB
Auxiliary buffers (linear lists, address buffer, depth sz , zmax) 133.7 MB

All buffers are of fixed size and allocated for the worst case. In
practice, only about 25 MB of the deep shading buffer and storage
is accessed (at an average of 1.5 exec/pixel). Note that the aux-
iliary buffers are optional and used to improve performance. For
example, the address buffer can be inferred by following the links
from the full-screen SPID buffer. Similarly, the linear storage and
depth culling data are pure optimizations that do not change the out-
put. As a comparison, screen-space forward shading (SSAA and
MSAA) do not require any extra storage than the multi-sampled
frame buffer (84.4 MB). Liktor and Dachsbacher’s [2012] indirect
frame buffer has similar worst-case storage requirements as our
method. Adaptive texture space shading [Andersson et al. 2014]
uses a pool of large mipmapped textures that are sparsely popu-
lated. With their settings, each such texture consumes 42.7 MB (we
use 8 textures for a total size of 341.3 MB).

6.1 Shading Rates

The number of pixel shader invocations is determined by the num-
ber of primitives associated with each shading-space pixel. For a
primitive to be added to a particular pixel, it must be visible from at
least one sample in the final image that maps to that pixel. For
static (non-blurred) rendering, a shading-space pixel in the inte-
rior of a triangle will be shaded exactly once, and at shared edges
two primitives will be shaded (assuming both were hit by at least
one visibility sample), and further more at corners. If the num-
ber of samples per pixel is increased, the shading rate is expected
to increase slightly, as fewer small/sliver triangles are completely
missed. Similarly, if triangles are made smaller, more pixels in
shading space will have multiple primitives. This effect can be seen
in Figure 1 (left), where dense regions have deeper lists.

As motion and/or defocus blur is added, these basic relationships
stay the same, as the canonical shading space represents a single
time/lens coordinate, i.e., triangles are sharp. The difference is that
the samples that map into each shading-space pixel are now spread
out along the motion trail or circle-of-confusion in screen space,
but this does not increase the shading rate. However, around the sil-
houettes of objects, it now becomes possible to see “behind”, i.e.,
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Figure 6: The average number of shader exec/pixel for the ARENA scene rendered at 8 spp. Three different configurations are shown: static
rendering, motion blur, and motion & defocus blur. Despite the varying scene geometry and amounts of blur, it is evident that our algorithm
maintains a low and stable shading rate throughout (varying in the range 1.10–1.58 exec/pixel). The variation has two main causes. First,
in regions of fine geometry, the proportion of pixels with shared triangle edges and corners increases, which require multiple executions
since shading is not reused between primitives. Second, when there is large blur, in particular depth-of-field, the possibility to see “around
corners” sometimes require shading both the foreground and the background objects, as seen from different points on the lens. Note that
when shading in canonical shading space, as here shown, the lowest possible rate is 1 exec/pixel, i.e., for a single fullscreen triangle.

samples from different points on the lens sometimes hit the fore-
ground object and sometimes an object in the background. This
shows up as a halo around each object in shading space, c.f., Fig-
ure 1 and Figure 5, whose width increases with blur. Note that even
at large blurs, the majority of the shading-space pixels in these halos
still only have two unique primitives. This is a much nicer degrada-
tion than screen-space shading, i.e., MSAA, where the shading rate
is determined by the number of unique primitives sampled in each
screen-space pixel, which quickly rises with blur. See, for example,
the heat maps in Clarberg et al.’s [2013] paper.

The combined effect of increasing both the sampling rate and the
blur is visualized in Figure 1, where 4–16 spp are used and a signif-
icant amount of blur is added. Despite this, the average shading rate
only increases by 29%. Also, note that none of these examples use
downsampling [Vaidyanathan et al. 2012; Liktor and Dachsbacher
2012], as we choose to present numbers based a canonical pixel-
sized shading grid for clarity. Since only primitives that are visible
in the final image are shaded and the shading rate is fairly insen-
sitive to blur, the total shading cost is expected to vary only little
from frame to frame. This is very desirable in order to keep a con-
stant frame rate, and is confirmed by the graph shown in Figure 6.
In this example, the shading rates have been measured over 3600
frames in a fly-through of the ARENA scene, using both static (2D),
motion blur only (3D), and motion & defocus blur (5D). Refer to
the accompanying video for excerpts of the full animation.

Figure 6 shows another interesting effect. The shading rate with
motion blur (orange line) is often slightly lower than that of static
2D rendering, and occasionally, the same occurs for defocus blur.
This is counterintuitive as the shading space stays the same, and if
anything, we would have expected the rates to increase. However,
after further investigation, we found that this is an expected effect
that can be statistically motivated. First, note that as a primitive
undergoes blur, the expected number of visibility samples q that hit
the primitive remains constant. This can be understood by visual-
izing the triangle in x− t space, where a triangle is represented by
a rectangle that is sheared as blur is added, c.f., the illustrations in
Fatahalian et al.’s [2009] paper. Since the triangle covers the same
volume in sampling space, the expected number of sample hits does
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Figure 7: With smaller triangles and blur, the probability that
none of the visibility samples that hit a primitive map to a cer-
tain shading-space pixel increases. The result is that the relative
shading rate goes down, more so in highly tessellated regions.

not change. Second, a primitive occupies the same number of pix-
els p in shading space independent of blur. The allocation of the q
samples into p bins (i.e., shading-space pixels) is very regular for
static rendering, i.e., the same number of visibility samples maps to
each pixel (disregarding from partial coverage). However, as blur
increases and visibility is stochastically sampled, the variability in-
creases. Sometimes a pixel ends up with no visibility sample, and
others with more. When a pixel ends up with zero visibility sam-
ples, no shading will be done for that pixel. This is expected to
happen more frequently with smaller geometry. Figure 7 shows a
simple test case supporting this hypothesis.

6.2 Performance Measurements

We will start with a comparison against MSAA-based shading us-
ing stochastic rasterization [McGuire et al. 2010]. Figure 8 shows



GPU A (GTX 780) GPU B (R9 290) GPU C (Iris Pro 5200)
Operation POWER SPONZA ARENA POWER SPONZA ARENA POWER SPONZA ARENA

Shadow maps (each 10242, 1 spp) 1.2 6.4 29.3 0.1 3.4 26.6 0.8 20.1 110.5
Interleaved rasterization (8 spp) 5.6 6.1 18.9 7.6 7.7 24.5 28.5 53.5 98.7
Motion vectors 2.7 4.3 4.4 0.4 4.5 0.7 4.1 8.2 4.8
Setup DSB 5.5 6.2 5.8 5.9 6.5 6.2 36.5 40.3 37.9
Shading DSB 3.0 10.8 93.7 3.4 10.0 45.7 8.4 100.4 254.9
Conservative rasterization (CR) 8.3 23.8 609.3 12.4 21.7 80.9 11.1 52.4 465.7
Reconstruction 14.1 15.5 14.3 15.8 16.8 15.6 71.8 77.8 73.6
Total, sw CR 40.5 73.1 775.6 45.5 70.6 200.2 161.2 352.7 1046.1
Total, hw CR (estimated) 32.2 49.3 166.3 33.1 48.9 119.3 150.1 300.3 580.4

Table 2: Timings in ms for each operation performed during the rendering of the scenes in Figure 5. The measurements were performed
on three different GPUs to show that our algorithm performs well on different hardware architectures. The main difference, apart from the
absolute performance, is how well each GPU handles the heavy geometry & pixel shaders required for conservative rasterization (CR).
On the most complex scene, this consumes the largest fraction of time on all platforms, and is therefore a good candidate for hardware
implementation. For this reason, we include the total estimated time per frame, if hardware support for CR existed, in the bottom row. Note
that the combined cost of setting up and shading the deep shading buffer (DSB) only consumes a small portion of the total frame time.
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Figure 8: Comparison of stochastic rasterization using supersam-
pling (SSAA), multisample antialiasing (MSAA) [McGuire et al.
2010], and our shading method (all on GPU B). Note that MSAA
has a lower cost for stochastic rasterization (blue), but suffers
from other limitations. We can get around these by combining our
method with more efficient interleaved sampling (not shown here).
With stochastic samples, our method is still significantly more effi-
cient on the ARENA scene, on par in SPONZA, and more expensive
in POWER. However, the shading (orange) is consistently faster.

the total frame time in ms for MSAA vs our algorithm on GPU B.
Since MSAA requires a screen-space coherent traversal, i.e., not
interleaved sampling, we use stochastic rasterization for both al-
gorithms in this example, although our method can preferably be
paired with interleaved rasterization. For the most realistic scene
(ARENA), our method results in a 2.20× total speedup (3.18× us-
ing interleaved rasterization, c.f., Table 2), not including recon-
struction. Note that MSAA shading is not compatible with our
reconstruction filter, since it is due to current API limitations not
possible to output per-sample data (e.g., motion vectors) from a
pixel rate shader. This also forces an approximation of the cov-
ered samples’ depths using a single value, causing visible artifacts
in some cases. For these reasons, we include measurements using
supersampling (SSAA), which similar to our algorithm, does not
approximate depth and supports reconstruction. SSAA is, however,
very expensive (close to 3 seconds/frame on ARENA). It should
be noted that stochastic rasterization is significantly cheaper with
MSAA, since certain computations can be shared between the sam-
ples of a pixel, and fewer PS invocations occur. With multi-rate
shading (c.f., Section 5), our method would gain the same benefit.

Table 2 lists a detailed breakdown of the rendering times using
our method together with interleaved sampling, including shadow
maps, primary visibility, the setup and shading of the deep shad-
ing buffer (DSB), and reconstruction. Note that some of these steps
occur in the same rendering pass, e.g., rasterization and generation
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Figure 9: Performance comparison with Andersson et al.’s [2014]
algorithm on the CHESS scene. For simple scenes like this, the
fixed overhead of constructing a DSB, in addition to conservative
rasterization, eats up most of our benefits. In this case, rendering
on GPU A is on par, while GPU B is 1.65× faster. This is likely due
to differences in how geometry shaders and fast clears are handled.

of motion vectors. We list the overhead of software-based (GS/PS)
conservative rasterization separately, although this is done as part
of the shading pass. As can be seen in the table, preparing and
shading the DSB consumes only a small part of the total, ranging
from 12.8–39.9% of the frame time on the different scenes and plat-
forms. This should be seen as a large step towards truly real-time
stochastic rendering, especially since the shading cost is very stable
with respect to both scene geometry and amount of blur.

We note that conservative rasterization (CR) implemented in the ge-
ometry shader consumes a disproportionately large portion of the
total frame time for the complex ARENA scene. The reason for this
is twofold: the scene contains a large number of primitives, which
are nearly all visible, and uses a large number of vertex attributes.
These all have to be passed from the geometry shader to the pixel
shader, and manually interpolated. The savings would be very large
if conservative rasterization instead was implemented in hardware,
as indicated in the last row of Table 2. These numbers have been es-
timated by scaling the shading cost using standard rasterization by
the increase in #covered pixels when CR is enabled, which ranges
from 1.17–1.37 in these scenes.

Figure 9 shows a comparison between our method and adaptive
texture space shading [Andersson et al. 2014]. This method shades
into a texture atlas prior to visibility determination, and then applies
that texture as surface color during stochastic rasterization. Unfor-
tunately, since all scene objects are required to have texture atlases
with a unique mapping of each triangle, none of our tests scenes
could be used. Also, since their method only sparsely populates
each atlas and clears it again after each draw call, it does not handle
scenes with a large number of draw calls well. Due to these limita-
tions, we were limited to the CHESS scene provided by the authors.



Stochastic (8 spp) Interleaved (8 spp, 32 tuples) Interleaved + Reconstruction

Figure 10: The two leftmost images show the raw output generated by stochastic vs interleaved rasterization, i.e., using a pixel-sized box
filter instead of more advanced reconstruction filters. Although the noise has very different characteristics, the two inputs result in almost
identical images after light field reconstruction [Munkberg et al. 2014]. We show the final image based on interleaved sampling on the right.

SPONZA (GPU A) ARENA (GPU A) SPONZA (GPU B) ARENA (GPU B)
Rasterization Aperture (scene units) Aperture (scene units) Aperture (scene units) Aperture (scene units)
algorithm 0 10 20 30 0 300 600 900 0 10 20 30 0 300 600 900

Stochastic 14.2 41.2 83.4 136.3 14.3 60.9 139.4 240.3 9.1 24.0 47.0 77.8 11.0 38.5 80.0 134.4
Interleave-RepeatFrame 6.1 6.1 6.1 6.1 19.1 19.0 19.0 18.9 7.7 7.7 7.7 7.7 25.1 25.1 25.1 25.2
Interleave-RepeatDraw 17.5 17.6 17.5 17.4 27.2 27.4 27.3 27.3 21.0 21.0 20.9 21.0 45.7 45.6 45.2 45.4
Interleave-Instancing 12.5 12.5 12.5 12.5 34.5 34.5 34.5 34.5 18.8 18.7 18.6 18.6 39.4 39.3 39.3 39.2
Interleave-ReplicateGS 39.9 39.9 39.9 39.8 76.7 76.7 76.7 76.7 188.1 174.4 154.3 133.6 560.7 530.3 480.3 430.7

Table 3: Timings in ms for rasterization and SPID generation at 1280×720 pixels resolution and 8 spp, using either stochastic rasterization
or interleaved rasterization with 32 sample tuples. The measurements were done on GPU A (left) and GPU B (right). Figure 5 shows the two
test scenes at the largest listed aperture settings.

On this scene, our method runs 0.93–2.45× faster on the different
GPUs (only A and B are shown in the figure), with both algorithms
using stochastic rasterization for a fair comparison. The main draw-
back of texture-space shading is that all objects are shaded, even
those that will later be occluded. However, the performance impact
of this is not apparent on the simple scene.

6.3 Primary Visibility Sampling

Here we compare the performance of stochastic and interleaved ras-
terization. We have not found such a comparison in previous work,
perhaps partly because interleaved rasterization is not compatible
with MSAA, i.e., a single sample per pixel is used when rasteriz-
ing each tuple. It is therefore not a favorable choice for traditional
screen-space shading [McGuire et al. 2010]. Our algorithm does
not impose this restriction, as we do not evaluate shading during
primary visibility sampling. Also, note that the quality of inter-
leaved sampling is inferior to well-distributed stochastic samples if
directly visualized, unless a very large number of sample tuples is
used. This limitation largely goes away with high-quality sheared
reconstruction filters [Vaidyanathan et al. 2014a; Munkberg et al.
2014]. Figure 10 shows an example of this. We have found that
32 unique sample tuples is a good tradeoff that produces visually
pleasing results after reconstruction, even for large blurs. In ex-

treme cases, 64 or more tuples may be necessary, while 16 tuples is
prone to produce artifacts but may be useable for smaller blurs.

Table 3 lists the runtime performance of the different rasterization
strategies described in Section 4.2. The timings include visibility
determination and per-sample SPID generation, but nothing else.
As expected and reported in previous work, stochastic rendering
using sample tests in the pixel shader scales poorly, while inter-
leaved rasterization has a sometimes higher baseline cost that is
nearly independent of the blur amount. Since interleaved rasteriza-
tion exploits the hardware rasterizer for sample-in-triangle tests, it
is expected to perform very well. Indeed, depending on the plat-
form and scene, we have seen that either Interleave-RepeatFrame
or Interleave-Instancing is the fastest at large blurs. The crossover
point at which stochastic sampling starts to cost more than inter-
leaved moves to the right the more complex the scene is. For sim-
pler scenes, interleaved is always the fastest. Figure 11 shows a
timing graph for ARENA where the crossover lies at a modest aper-
ture of around 150 scene units. It is interesting to note that stochas-
tic rendering is faster than hardware-based interleaved rasterization
for smaller blurs, despite performing full 5D inside tests in shader
code and using an expensive geometry shader. We also note that
the all-geometry shader based approach (Interleave-ReplicateGS)
is extremely slow. We hypothesize that this is due to current GPUs
not being optimized for geometry shaders with large outputs.
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7 Conclusion

We have presented a novel shading method for fast decoupled sam-
pling. The key concept is the deep shading buffer, which compactly
enumerates the minimal unique set of shading samples. Pixel shad-
ing is then performed by rendering the scene directly into the deep
shading buffer using conservative rasterization. The many-to-one
mapping from screen-space samples to shading-space pixels en-
sure efficient reuse of shading values. As a second contribution,
we have presented what we believe is the first interactive pipeline
for stochastic rendering that includes all components from primary
visibility to advanced image reconstruction. We hope that the de-
scription and analysis of this system will provide useful guidance
for application developers and other researchers.

There are, of course, a number of things we would like to explore
further. For example, by warping the shading space, the shading
resolution can be continuously varied in screen space. This could
be used to implement, e.g., foveated rendering [Guenter et al. 2012]
without reducing the visibility sampling rate. Another problem do-
main is efficient stereoscopic and multi-view rendering. By cre-
ating a single deep shading buffer shared between the views, very
efficient pixel shading should be possible. In summary, we believe
deep shading buffers is a useful approach in a variety of applica-
tions that benefit from efficient decoupled sampling.
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A Pseudo-Code

In the following, we include pseudo-code (with a syntax follow-
ing Microsoft HLSL) for the vertex (VS), geometry (GS), and pixel
(PS) shaders implementing a GPU-based rendering pipeline for in-
terleaved rasterization with our shading method. As noted earlier,
the first pass is orthogonal to our algorithm, and can be replaced
by stochastic rasterization or ray tracing. Similarly, any filtering
algorithm may be used in the last pass.

PASS 1: Interleaved rasterization to generate SPIDs

1 VS_OUT MainVS( VS_IN Vtx,
2 uint Idx : SV_InstanceID )
3 {
4 VS_OUT Out;
5 xyuvt = LookupSampleTuple(Idx);
6 float4 p0 = mul(WVP0, Vtx.Pos0); // Vtx at t=0
7 float4 p1 = mul(WVP1, Vtx.Pos1); // Vtx at t=1
8 float4 p = lerp(p0, p1, t) // Vtx at time t
9 float4 spos = lerp(p0, p1, 0.5); // Vtx t=0.5 uv=0

10 Out.ClipPos = DisplaceVertex(p, xyuv);
11 Out.ShadePos = NDCtoPixels(spos);
12 Out.RenderTargetArrayIndex = Idx; // Select slice
13 } // (requires GS)
14

15 uint2 MainPS( VS_OUT Vtx,
16 uint primID : SV_PrimitiveID )
17 {
18 primID += cCurrIDOffset; // Compute global ID
19 uint2 shadingPixel = Vtx.ShadePos.xy / ShadePos.w;
20 return uint2(PrimID, pack(shadingPixel));
21 }

PASS 2: Fullscreen pass to generate PrimID lists

2 Texture2DArray<uint2> SPIDBuffer; // arraySize=#tuples
3 RWByteAddressBuffer AddrBuffer;
4

5 // Executed for each sample in SPIDBuffer
6 void CreatePrimListsCS( uint3 sample )
7 {
8 uint2 spid = SPIDBuffer.Load(sample);
9 uint primID = spid.x;

10 uint2 shadingPixel = unpack(spid.y);
11 uint storageIdx = FindID(shadingPixel, primID);
12 if (!storageIdx)
13 storageIdx = AppendID(shadingPixel, primID);
14 AddrBuffer.Store(sample, storageIdx);
15 }

PASS 3: Conservative rasterization into shading space

2 VS_OUT MainVS( VS_IN Vtx )
3 {
4 float4 pos = lerp(Vtx.Pos0, Vtx.Pos1, 0.5);
5 Out.ClipPos = mul(WVP, pos); // Vtx at t=0.5 uv=0
6 }
7

8 [maxvertexcount(8)]
9 void CRastGS( in triangle VS_OUT Vtx[3],

10 inout TriangleStream<GS_OUT> TriStream )
11 {
12 // Clip triangle to near plane
13 // Compute CH of expanded triangle
14 // Pass on vtx attributes for interpolation in PS
15 }
16

17 void MainPS( GS_OUTPUT Vtx,
18 uint primID : SV_PrimitiveID)
19 uint2 shadingPixel : SV_Position )
20 {
21 primID += cCurrIDOffset;
22 uint storageIdx = FindID(shadingPixel, primID);
23 if (!storageIdx) discard; // Kill pixel
24 float4 color = Shade(...)
25 ColorBuffer.Store(storageIdx, color);
26 }

PASS 4: Fullscreen gather/resolve pass

2 float4 ResolvePS(...)
3 {
4 // Iterate over storageIdx in AddrBuffer,
5 colors[i] = ColorBuffer.Load(storageIdx)
6 return ApplyFilter(colors);
7 }


