
OpenCV Using GPU Acceleration - ISCA 2014 
 
When: Sunday, June 15, 2014 (afternoon)  

Where: At ISCA 2014 (http://cag.engr.uconn.edu/isca2014/) in Minneapolis, MN, 
USA.  

Organizer: Professor Dan Connors – University of Colorado (Boulder, Denver) – 
dconnors@colorado.edu  

Target Audience  

This tutorial is targeted at researchers interested in enabling computer vision 
applications using GPU resources in mobile and desktop domains. The format 
will include industry presenters involved with emerging GPU systems, lectures, 
code review, and demonstrations. The half-day tutorial does not include time for 
discussing setting up OpenCV, but rather focuses on landscape of existing 
computer vision algorithms and their GPU solutions. The objective of this tutorial 
is to illustrate the OpenCV GPU APIs for tasks such as image processing and 
object recognition, as well as demonstrate the performance comparison between 
GPUs and traditional systems. The goal for the ISCA tutorial is to help bridge the 
exploration of research in architecture, compiler, and parallel programming in the 
domain of computer vision applications. The desired pre-requisite knowledge is 
some familiarity with or interest in computer-vision applications. In addition, the 
audience should have some introductory knowledge of the operation of GPU 
systems. After attending this tutorial, researchers will be able to quickly prototype 
and setup some unique computer vision experiments that can be investigated 
further for architecture, compiler, and power research.  

Overview  

OpenCV is the de facto standard vision library; it has been widely used and 
extended by the computer vision community for years. OpenCV is great 
framework to evaluate ideas quickly by leveraging existing capabilities such as 
OpenCV GPU APIs.  

Schedule  

1:30 – ~2:00 Keynote – Stephen Keckler (NVIDIA Senior Director of Research) 

2:00 – 3:00 OpenCV / GPU Tutorial Part 1 

3:00 – 3:30 Scheduled break 

3:30 – ~4:30 OpenCV / GPU Tutorial Part 2 

4:30 – 5:00 Shuxue Quan, Computer Vision Lead at Qualcomm 



Schedule Details  

• NVIDIA Opening Keynote 
Stephen W. Keckler, NVIDIA Senior Director of Research 

Title: Computer Vision and Visual Computing 
 
Abtract: Image processing and computer vision applications are becoming pervasive in both 
mobile and datacenter systems. To meet the performance requirement and power limitations of 
these systems will require both energy efficient parallel hardware and software tools that enable 
programmers to exploit the hardware. This presentation will describe NVIDIA's interests in 
computer vision along with the software and hardware platforms aimed at delivering high 
performance, low energy, and easily programmable computer vision applications. 

Bio: Steve Keckler joined NVIDIA in 2009 and leads the Architecture Research Group. He is also 
an Adjunct Professor of Computer Science at the University of Texas at Austin, where he served 
on the faculty from 1998-2012. His research interests include parallel computer architectures, 
high-performance computing, energy-efficient architectures, and embedded computing.  Dr. 
Keckler was previously at the Massachusetts Institute of Technology from 1990 to 1998, where 
he led the development of the M-Machine experimental parallel computer system. He is a Fellow 
of the ACM, a Fellow of the IEEE, an Alfred P. Sloan Research Fellow, and a recipient of the NSF 
CAREER award, the ACM Grace Murray Hopper award, the President's Associates Teaching 
Excellence Award at UT-Austin, and the Edith and Peter O’Donnell award for Engineering. He 
earned a B.S. in Electrical Engineering from Stanford University and an M.S. and a Ph.D. in 
Computer Science from the Massachusetts Institute of Technology. 

• OpenCV Tutorial Lectures and Demonstrations  

Dan Connors, University of Colorado 

Bio: Dr. Dan Connors is professor at the Department of Electrical Engineering at the University of 
Colorado Denver. Dr. Connors' research focuses on the design and implementation of computer 
systems that support energy-efficient high-performance computing.  His research interests span 
parallel programming models, compiler optimizations, run-time optimization systems, and the 
design of multicore architectures.  Dr. Connors currently investigates mapping a broad range of 
computer vision applications to GPU and heterogeneous architectures with heterogeneous 
processors.  Dr. Connors earned his Ph.D. in Electrical and Computer Engineering at the 
University of Illinois Urbana-Champaign. For his work with GPU computing, NVIDIA named the 
University of Colorado as a CUDA Center for Teaching Excellence as well as a CUDA Center of 
Research. 

Tutorial topics to be covered:  

• OpenCV image processing building blocks: image/video I/O, processing, display • Real-time 
feature detection, template matching, etc. 
• OpenCV GPU module API and GpuMat container 
• CUDA/GPU and OpenCL module overview 
• Geometry-based monocular or stereo computer vision 
• Machine learning & clustering  
 
 



• Qualcomm Industry End Note  

Shuxue Quan, Computer Vision Lead at Qualcomm 

Title: FastCV and qcvGraph: Mobile heterogeneous computing library and acceleration 
framework for computer vision 
  
Abstract: Mobile computing platform becomes ubiquitous as smartphones and tablets get 
popular. There are different compute engines originally designed for different purposes: CPU for 
general purpose computing, GPU for rendering, DSP for low power computing, and dedicated 
HW for specific acceleration. DSP and GPU are expanding their roles to be more general 
computing oriented while maintaining their unique characteristics. OEMs start to question how to 
efficiently utilize these computing resources. We start to create building blocks (FastCV) and 
infrastructure (qcvGraph) to reduce the difficulty for developers to access them since a few years 
ago. FastCV is an accelerated computer vision library in which each function is manually 
optimized for CPU/Neon, DSP and GPGPU individually. A specific implementation can be called 
in an application for different purposes, such as high performance, or power saving. On top of 
FastCV, we developed a heterogeneous computing graph framework – qcvGraph. The framework 
abstracts away the real handling of computing cores and allows the developer focuses on the 
algorithm itself. When a sophisticated application is built on top of qcvGraph, it can automatically 
utilizes either one of the compute engines or all of them concurrently. The porting of an 
application from one platform to another become very easy by just changing the number of CPU 
cores and the availability of DSP or GPGPU. 
  
Bio: Shuxue Quan received a PhD in Imaging Science in 2002. He has extensive R&D 
experience on Optics, mobile imaging, computer vision and mobile computing system 
architecture. He worked at Sony, Broadcom and Micron before, and is currently the lead for 
computer vision system architecture at Qualcomm. He has about 20 publications and 20 issued 
patents. 

 
 
 


