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E X E C U T I V E  S U M M A R Y  

Mission-critical workloads are solutions that propel a business forward. They support 

the business in every dimension — its organization, its employees, and its customers. 

They are the most demanding types of applications and databases running on 

servers today and include ERP, CRM, data warehouses, business intelligence, and 

analytics — and more. They must be available on a 24 x 7 x 365 basis given the 

global scope of business today and the reality that end users will be accessing those 

systems at any time, from any time zone.  

Given the importance of mission-critical workloads, downtime is not an option: Any 

outage of the mission-critical server infrastructure is usually seen in terms of reduced 

revenue, reduced profitability, reduced employee productivity, and, when business 

applications go offline, reduced customer loyalty and potential customer loss. Any 

interruption in the operation or availability of these workloads will have a ripple effect 

throughout the organization because downtime interferes with business processes 

and interrupts business continuity. That means that mission-critical workloads, 

whether they are applications or databases, must run on highly reliable and available 

platforms to ensure that business processes are running smoothly. 

Although mission-critical enterprise workloads have been running on Unix servers for 

many years, IDC study data from the Americas, EMEA, and Asia/Pacific has found a 

strong affinity for migration of these enterprise workloads to x86 server platforms. 

Often, these migrations are driven by business pressures to reduce both capital 

expenditures (capex) and operational expenditures (opex) as well as an interest in 

standardizing the architecture inside corporate datacenters. Today, IDC also sees 

organic growth of new deployments of mission-critical workloads on Linux servers.  

Importantly, in recent years, x86 server systems based on what Intel calls the Intel 

Xeon processor E7 family of products have been strengthened with the addition of 

more reliability, availability, and serviceability (RAS) features in the hardware across 

the processor, chipset, and server. Recent years have also seen more optimization of 

hardware, with advances in scalability and performance, and more optimization of 

software to support high-availability workloads.  

To meet customers' uptime needs, Intel is working with the hardware and software 

industry to innovate around the Intel Xeon E7 series of processors and is delivering 

solutions based on enterprise Linux distributions to run mission-critical workloads  

that formerly ran only on other types of non-x86 platforms, including Unix servers and 

mainframes.  
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Today, servers built using the Intel Xeon E7 series of processors and running Linux 

distributions designed for enterprise customers are taking on many of the most 

demanding mission-critical workloads that customers have in use. IDC expects that 

Intel Xeon-based servers and the Linux operating system (OS) will continue to 

support and add enterprise workloads and become a foundation of next-generation 

shared server infrastructure supporting private cloud and public cloud solutions.  

I N  T H I S  W H I T E  P AP E R  

This IDC white paper examines the growth of mission-critical workloads being hosted 

on x86 servers based on the Intel Xeon E7 series of processors running enterprise 

Linux operating systems. It looks at the way in which x86 servers are taking on more 

demanding workloads, including databases and enterprise applications. It also 

discusses IDC Workloads data that shows the growth of mission-critical business 

processing workloads on enterprise Linux platforms. 

S I T U AT I O N  O V E R V I E W  

Mission-critical workloads, if interrupted, could become "showstoppers" for business 

processes within the enterprise. Thousands of end users are accessing transactional 

workloads and corporate databases — and any outage has a "ripple effect" 

throughout the organization. That's why mission-critical workloads have traditionally 

been long-running workloads that are — through the use of IT best practices — not 

disturbed or changed for long periods of time, for the sake of application stability and 

business continuity.  

Now, however, the economics of the datacenter has changed — and more sites are 

willing to migrate important workloads to new platforms, both to reduce acquisition costs 

and to promote greater IT flexibility and business agility within their organization. 

Downtime impacts business, and it is to be avoided whenever possible. That's something 

that's top of mind for business managers and IT managers alike. Downtime brings a 

chain of events, often including reduced profitability, reduced employee productivity, and 

— when business applications go offline — reduced customer loyalty. In other words, the 

server is the foundation for supporting mission-critical workloads with as much reliability 

and availability as possible. While outages may occur in many scenarios, including some 

that are beyond the control of enterprise customers, such as network outages, power 

outages, and natural disasters, much of the downtime seen in the datacenter is caused 

by component failures, memory errors (corruption of memory), human errors, and 

software problems.  

By placing a priority on ensuring business continuity, system architects can drive 

down the number of downtime events. One way to improve business continuity is to 

search out machine designs that include extensive RAS features. These features are 

designed to reduce the frequency, cost, and duration of planned and unplanned 

downtime while protecting data integrity. Although the range of mission-critical 

systems is quite wide, depending on the organization and its goals, the impact of  

any significant downtime for mission-critical workloads is dramatic. With downtime, 

the outage of the server infrastructure is seen in terms of increased operational costs 
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and reduced revenues. Operational costs include IT staff costs, loss of productivity, 

and loss of access to mission-critical applications and databases by employees  

and customers. 

 

L i n u x  o n  x 8 6  S e r v e r s  f o r  C r i t i c a l  W o r k l o a d s  

Following the economic downturn of 2008–2009, which caused tight budgeting in 

business organizations and the IT departments that support them, x86 servers 

running Linux emerged as attractive platforms for the migration of mission-critical 

workloads that had been running on other types of systems. This was especially true 

for Unix servers because Linux has similar programming and administrative 

management to Unix server operating environments.  

However, the attraction of x86 servers is not simply due to cost efficiency. The 

platform has matured, and the software ecosystem has become more sophisticated, 

including more products to promote availability and management and permitting new 

deployment scenarios that allow customers to rethink how they architect their 

datacenter for reliability and availability.  

Thanks to the community development model for Linux, important quality-of-service 

enhancements have been added to the Linux operating system. These improvements 

were incorporated into the upstream kernel and subsequently have propagated 

through all of the major Linux distributions. These contributions were submitted by a 

broad cross section of community members, including individual contributions as well 

as corporate-sponsored development by commercial Linux distribution vendors such 

as Red Hat and SUSE and by Intel and its OEM partners.  

Intel has contributed code addressing a wide variety of Linux operating system needs, 

including the code that helps exploit new RAS features incorporated into the latest 

Intel Xeon E7 series processors. ISV partners have focused on commercializing the 

resulting code base and have worked to extend the enterprise application support —

offerings that meet the demands of mission-critical deployments.  

 

P r e v e n t i n g  D o w n t i m e  f o r  C r i t i c a l  

A p p l i c a t i o n s  a n d  D a t a b a s e s  

For many years, the most scalable systems in the datacenter ran dedicated mission-

critical workloads. This approach was taken because scalable servers offered global 

shared memory, as well as multiple processors, within a single cabinet.  

Today, IT organizations have deployed an infrastructure that is largely based on x86 

architecture. In the process, many of the workloads have been moved onto groups of 

scale-out servers arranged as clusters or as server nodes within integrated systems 

combining hardware and software. Multicore, multiprocessor systems offer more 

flexibility of deployment, and virtualization allows resources to be shifted to workloads 

as needed. These changes in the infrastructure have led to new requirements for x86 

servers supporting the most critical workloads, which is why RAS features have been 

added by Intel and OEMs to ensure business continuity.  
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The result is a new approach to building infrastructure within the datacenter. Instead 

of facing capacity planning decisions regarding the total number of sockets in the 

system, IT organizations find they can add capacity, as user demands rise, by 

increasing the size of virtual machines (VMs) and by combining multiple server nodes 

and management software to create clusters. Because work can be moved to 

available resources quickly and easily, IT flexibility is supporting business agility. 

 

B e s t  P r a c t i c e s  f o r  B u s i n e s s  C o n t i n u i t y  

For business, the goal is to ensure business continuity so that workloads (applications 

and databases) can stay online, even in the event of a hardware or software failure. 

However, supporting mission-critical workloads is not purely a hardware and software 

play; there is a human element that contributes — sometimes significantly — to the 

reliability of these important workloads.  

Today, a variety of techniques can be used to improve availability. Chief among them 

are the following:  

 Using time-proven datacenter management practices that mandate operational 

consistency on groups of servers, staging/testing before production deployment, 

using transactional-like installation processes that can be rolled back to an earlier 

known stage, and using other staging tools such as virtualization software to 

facilitate replicated copies of operating system instances. 

 The use of management tools to ensure uniform application of patches, fixes, and 

updates. In addition, management software should be available to monitor and 

escalate error messages appropriately before system health becomes critical. 

 The acquisition of hardware that has onboard RAS features and security features 

(e.g., built-in encryption, de-encryption capabilities) as well as operating system 

software that effectively exploits these features. The security software protects 

the data, preserving its integrity and avoiding downtime due to security problems. 

 System-level software that redirects workloads to alternate servers for restart  

or switches requests to alternate servers that are running VMs. In some cases, 

availability and clustering software is used for failover of workloads to secondary 

servers.  

Although software will continue to be key in maintaining high availability for all server 

deployments, the embedding of RAS features in the hardware platform results in less 

IT staff time devoted to the restart of a critical application on alternate server 

resources and ensures that all servers benefit from the improved reliability attributes. 

To the extent that computing can be continued on the same server or automatically 

redirected to alternative resources, processing will continue and business continuity 

will be preserved. 
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R e a s o n s  W h y  E n t e r p r i s e  L i n u x  I s  S e l e c t e d  f o r  

B u s i n e s s  S o l u t i o n s   

The Linux operating system has changed the world in multiple ways. Never before 

has a single code base been extended to support so many different architectures 

(e.g., x86, EPIC [Itanium based], RISC, and CISC) and scaled from the smallest 

mobile and embedded devices all the way to enterprise datacenter and HPC use.  

Today, Linux is well positioned to compete for enterprise deployments of mission-

critical workloads. There are many reasons for this, including the following: 

 IT skills, such as programming and use of system management software, are 

transferable from Unix to Linux.  

 Linux vendors are building in enterprise-level features to Linux distributions that 

are shipping widely into the marketplace. 

 Linux is vital to virtualized x86 infrastructure, supporting VMs that are running 

enterprise workloads and being readied for access via cloud computing (via 

private, public, or hybrid clouds). 

Commercial Linux distributions such as Red Hat Enterprise Linux (RHEL), SUSE 

Linux Enterprise Server (SLES), and Oracle Enterprise Linux (OEL) have successfully 

recruited ISVs and have assembled broad application portfolios — numbering in the 

thousands of software titles — that solve a wide variety of customer needs, which 

helps perpetuate the strong positions those distributions hold on a worldwide basis. 

Similarities in the IT skill sets related to programming and system administration for 

Unix servers and Linux servers have aided in this migration process and in its 

acceleration in 2010 following the economic downturn. With minimal changes or 

training, enterprise programmers can work with Linux code and system administrators 

can manage Linux systems. The increase in Linux education in colleges and 

universities in recent years has led to a broad population of Linux programmers on a 

worldwide basis. With the demographic shifts taking place in IT organizations, more 

Linux skill sets will become available on staff in coming years, adding to the Linux 

resources that were already in place, which leads to an overall more favorable 

environment for Linux deployments. 

 

E n t e r p r i s e  W o r k l o a d s  R u n n i n g  o n  L i n u x  x 8 6  

P l a t f o r m s :  P a t t e r n s  o f  A d o p t i o n   

The growth of mission-critical workloads on x86 servers running Linux has been 

impressive. IDC research has found that deployments of net-new and migrated 

mission-critical applications supporting business operations have grown by a factor of 

5 to 8 times over the past 10 years aboard the Linux operating system. The vast 

majority of this growth has occurred aboard x86 servers. 
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Figure 1 shows spending by businesses (expressed in U.S. dollars) for business 

processing and decision support workloads running on Linux servers. It includes 

historical data (2000–2012) and forecast data (2013–2016).  

As defined by IDC's Workloads studies, business processing includes transactional 

workloads (OLTP) and enterprise applications, such as ERP and CRM. Decision 

support workloads include database-centric workloads, such as data warehouse, 

business intelligence, and data analytics. The analytics workloads act upon large 

databases to produce actionable business insights by identifying the "patterns in the 

data" relating to extremely large data sets. 

IDC research data shows that customer spending on Linux-based business 

processing servers has grown by a factor of 10 times over the past decade (2002–

2012), while customer spending on Linux servers for decision support workloads has 

grown sevenfold in that same time frame. Future spending for business processing 

and decision support workloads is projected to continue at a compound annual 

growth rate (CAGR) of 4.4% and 4.7%, respectively, from 2011 to 2016. IDC notes 

that in 2011, Linux-on-x86 server spending for business processing workloads 

accounted for 37% of the industry total. By comparison, Linux-on-x86 server spending 

for decision support workloads accounted for 53% of the industry total in 2011. 

 

F I G U R E  1  

W o r l dw i d e  S e r v e r  S p en d i n g  o n  B u s i n e s s  P r o c e s s i n g  a n d  D e c i s i o n  

S u p po r t  W o r k l o a d s  R u n n i n g  o n  L i n u x  S e r v e r s ,  2 0 0 0 – 2 0 1 6  

 

Source: IDC's Server Workloads Study, 2012 
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Figure 2 presents a closely related view of the same two workloads, showing server 

shipments rather than customer spending. Not surprisingly, the general trend lines 

look similar from a visual perspective since spending and unit volume are closely 

related. The figure shows unit shipments for Linux servers running business 

processing and decision support workloads. It includes historical data (2000–2012) 

and forecast data (2013–2016).  

However, Figure 2 indicates that Linux-on-x86 servers are differentiating themselves 

in terms of cost efficiency and attractiveness. The 10-year growth rates shown in 

Figure 2 are dramatic for both business processing (eightfold) and decision support 

(nearly sixfold). 

The presence of Linux on x86 servers is widespread, accounting for the majority of 

Linux deployments worldwide. IDC research data also shows that, when considered on 

a unit shipment basis, Linux-on-x86 servers accounted for 94% and 95% of the 

worldwide server shipments for business processing and decision support, respectively. 

The takeaway here is that nearly all the volume is driven by x86 servers at cost-effective 

price points for acquisition. However, any evaluation of total cost of ownership must 

take into account the costs related to IT staff, ongoing maintenance, and acquisition.  

 

F I G U R E  2  

W o r l dw i d e  L i n u x  S e r v e r  S h i pm en t s  o f  B u s i n e s s  P r o c e s s i n g  a n d  

D e c i s i o n  S u p po r t  W o r k l o a d s ,  2 0 0 0 – 2 0 1 6   

 

Source: IDC's Server Workloads Study, 2012 
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P l a t f o r m  M i g r a t i o n :  F r o m  U n i x  t o  L i n u x / x 8 6  

In addition to organic growth, Linux stands to inherit many of the workloads that have 

traditionally run on Unix operating systems. IDC has been tracking the process of 

platform migration as older Unix servers are replaced by a variety of platforms, 

including other Unix servers, Linux servers, and Windows servers. These shifts in 

architectures take place over time as mission-critical workloads are often left in place 

for many years to avoid interfering with business processes.  

However, IDC's Platform Migration studies point to substantial platform migration from 

aging Unix servers to new x86-based servers running Linux. IDC believes that many 

sites held off on migrations immediately following the onset of the economic downturn 

in 2008–2009 but that the pace of migrations accelerated in 2010. IDC's 2012 study 

found that the pattern of migrations continued, bringing mission-critical workloads to 

Linux x86 servers on an ongoing basis.  

Figure 3 presents a view of server units supporting business processing and decision 

support, which are migrating from Unix to Linux. As noted previously, IDC saw a 

surge in Unix migrations during the recovery from the 2008–2009 recession. The rate 

of migrations today is shifting into a gradual decline due in part to the consolidating 

installed base of Unix servers still in the market.  

 

F I G U R E  3  

W o r l dw i d e  Un i x  t o  L i n u x  S e r v e r  M i g r a t i o n s  f o r  B u s i n e s s  

P r o c e s s i n g  a n d  D e c i s i o n  S u p po r t  W o r k l o a d s ,  2 0 1 0 – 2 0 1 5   

 

Source: IDC's Server Platform Migration Study, 2012 
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I n t e l  X e o n  E 7  S e r i e s  o f  P r o c e s s o r s  a n d  T h e i r  

S u p p o r t  f o r  M i s s i o n - C r i t i c a l  W o r k l o a d s  

The Intel Xeon E7 series of processors brought more scalability to the Xeon 

processor product line — with the potential to scale to 4,096 cores and to support up 

to 16TB of memory and 100TB file systems. With up to 10 cores per processor and 

hyperthreading, the amount of computing power supported in two-socket, four-socket, 

and eight-socket servers is equal to — or greater than — the capacity that was once 

available on scalable symmetric multiprocessing (SMP) servers. Many of these  

non-x86 servers run Unix or proprietary (single-vendor) operating systems. 

The new capabilities built into the Intel Xeon E7 processors, including RAS features, 

are enabling mission-critical workloads in the enterprise. Many of those mission-

critical workloads, which formerly ran on other types of servers, have migrated to 

Xeon-based servers over time. Platform migrations depend on IT managers' 

confidence in the ability of the new platform to support workloads capably and 

reliably. That is why RAS features are more than a checklist item: They are key 

factors in evaluations of server platforms for hosting mission-critical workloads. 

RAS Features Built Into Intel Xeon E7 Series Processors 

IDC expects that driven by the performance and by RAS innovations within the Intel 

Xeon E7 series processors, this category of four-socket and eight-socket systems will 

gain an increasing share of server deployments for an expanding range of workloads, 

including mission-critical applications and databases.  

Within the Intel Xeon E7 series of processors, the design points for RAS are broad and 

varied. The Intel Xeon processor E7 family implements a powerful collection of RAS 

features built around the philosophy of continuous self-monitoring and self-healing.  

Self-monitoring enables a system to actively and passively monitor all its key 

interconnects, data stores, data paths, and subsystems for errors. Self-healing features 

enable the server to proactively and reactively repair known errors and minimize future 

errors by acting automatically based on configurable error thresholds. By collaborating 

with hardware, OS, virtual machine monitor (VMM), and application vendors, Intel 

enables tight integration and broad support for new, silicon-based RAS features across 

the hardware and software stack. Key RAS capabilities of the Intel Xeon E7 series of 

processors include the following: 

 Data protection. Systems that protect the integrity of data through detection and 

correction of errors, or if they cannot be corrected, then containment of these 

errors, are platforms that can be considered for the support of mission-critical 

workloads. The top priority for supporting mission-critical workloads is to catch 

any bits that are incorrect and to correct them so that processing can continue. At 

the same time, it is imperative to ensure that any uncorrectable errors are 

isolated and contained to prevent any possibility of data corruption. The 

intelligence to support this kind of error identification, correction, and containment 

is built into mission-critical systems using the Intel Xeon E7 series of processors.  
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 Increased availability. Ensuring availability is a key priority for systems design. 

Expectations are high when it comes to mission-critical workloads. The challenge is 

to provide the same level of availability within an x86 server platform as has been 

supported on non-x86 platforms for many years. A careful study of RAS features 

and capabilities for other systems resulted in two waves of RAS feature design for 

Intel Xeon processors, first with the Intel Xeon processor 7500 series and then with 

the Intel Xeon E7 series of processors. These include multiple levels of redundancy 

(spare processors, memory DIMMs, and I/O resources), automated failover at the 

silicon and hardware levels, and software-assisted error recovery in the various 

layers of the software stack from the OS and VMM to the database management 

system (DBMS). 

 Minimized service costs. Another key attribute of these systems is their 

capability to help reduce the frequency and cost of service. Servers built using 

the Intel Xeon E7 series of processors can use predictive failure analysis to 

identify problematic components before they cause uncorrectable errors or 

unplanned downtime, allowing them to be targeted and replaced during planned 

maintenance cycles.  

Details of the reliability and scalability features of the Intel Xeon E7 series of processors, 

which compete most directly with non-x86 processors, include the following:  

 Machine Check Architecture (MCA) Recovery. MCA Recovery (MCA-R) is an 

Intel Xeon processor E7 family feature that allows the silicon layer to enlist the 

support of OS, VMM, DBMS, and even application software to recover from what 

would otherwise be a fatal system error. Under normal operation, when a 

correctable error is detected at the silicon level, the Intel Xeon processor E7 RAS  

error-correction mechanisms will automatically repair the error and notify the 

operating system that a correctable error was encountered. The operating 

system can then log the error for further preventive maintenance analysis, and 

system operation can return to normal. If, on the other hand, an uncorrectable 

error is detected, where previously the system would have been shut down, now 

MCA Recovery signals the operating system or VMM layer instead. At this point, 

the OS, VMM, or DBMS can determine the best course of action to recover from 

the error, depending on where the error occurred, and the system continues 

running. MCA Recovery capability is vital for maintaining solution availability and 

ensuring business continuity.   

 Better connectivity between processors. Each Intel Xeon E7 series of 

processors CPU has four Intel QuickPath Interconnect (QPI) links, which improve 

data transfer between multiple processors and between processors and memory. 

Using QPI, systems with up to eight sockets can be built more easily, reducing 

the need to have controller chips present to "glue" the processor components 

together. 

 Support for parallelism. Increased parallelism, involving up to 20 threads per 

processor, is provided by up to 10 cores per processor, Intel Hyper-Threading 

Technology, and up to 30MB of shared cache per processor. This allows 

workloads to be processed in new ways compared with dedicated processing on 

just a few cores.  
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 Support for scalability. It is possible for systems vendors to build systems with 

eight sockets or more and to support up to 16TB of memory. Expansion beyond 

eight sockets is done through the use of third-party node controllers. Importantly, 

up to 500GB of DDR3 memory is supported per processor, a factor enabling 

scalability in these systems. In addition, Intel Turbo Boost Technology improves 

application performance by increasing core frequencies.  

 Non-uniform memory access (NUMA) technology optimizes memory allocation 

and access across large numbers of processing cores for efficient sharing of 

compute resources. 

 Transparent huge memory pages of up to 2MB in size increase computing 

efficiency by greatly simplifying page mapping.  

 Intel Trusted Execution Technology (TXT). This trusted boot feature allows for 

safe start-up of the system by comparing the boot environment with a known 

good code base. This Measured Launch Environment (MLE) provides greater 

control of the software launch stack. It protects against security threats to the 

hypervisors and attacks against BIOS or firmware, and it enables isolation in the 

boot process. Intel works with ISV partners in the Linux distributions to support 

the trusted boot feature. 

 Intel Advanced Encryption Standard, New Instructions (AES-NI). This feature 

provides new instructions that support better efficiency with encrypted streams of 

data. Enterprise IT implements some substeps of the AES security algorithm within 

the processor hardware, speeding up the execution of those instructions compared 

with a software-only approach. Linux distributions support these instructions, 

ensuring that the software stack supports the new hardware features for high-

speed encryption/de-encryption. 

 

U s i n g  L i n u x  o n  I n t e l  X e o n  P r o c e s s o r s  f o r  

M i s s i o n - C r i t i c a l  W o r k l o a d s  

Several Linux distributions are deployed for enterprise and mission-critical workloads. 

The short list consists of Red Hat Enterprise Linux 6 (RHEL 6), SUSE Linux 

Enterprise Server (SLES 11), and Oracle Enterprise Linux. All of these distributions 

have been optimized to support hardware-based RAS features in the Intel Xeon E7 

series of processors.  

Because of the community-based development model, it is practical for operating 

system improvements to be broadly disseminated across the industry by contributing 

Linux updates that are accepted by the community and injected into the upstream 

kernel. Subsequent updates to all distributions — major and minor — pull from this 

code base and ultimately synch to it with each major release.  

Linux operating systems have moved fully into the enterprise server space. Support 

for mission-critical workloads has moved through the community submission process 

within the Linux community and already is in most enterprise Linux distributions. That 

means that the code that takes advantage of hardware improvements associated with 

the Intel Xeon E7 series of processors is in place. In many cases, Intel itself develops 
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the first round of code that exploits new hardware features and submits that code to 

the community. The development community qualifies those updates and will 

potentially add to them. The resulting code becomes part of the mainline kernel. 

Red Hat Enterprise Linux (RHEL) 

Red Hat Enterprise Linux has a long history of supporting enterprise workloads. 

RHEL is the distribution with the largest subscription user base in the industry, and 

Red Hat has established its products as short-list finalists in most Linux evaluations 

among new customers.  

Red Hat Enterprise Linux 6 supports scalable performance, high availability, and 

comprehensive enterprise functionality in a secure operating environment. Key design 

points for RHEL 6 include the following: software capabilities supporting performance, 

scalability, reliability, security, and datacenter operational flexibility on physical and 

virtual servers as well as those in the cloud. RHEL 6 can be deployed on physical 

servers or virtual servers — or both — within the same network and in hosted (cloud) 

environments. 

Furthermore, Red Hat offers the Red Hat Enterprise Linux High Availability Add-On, 

which offers failover clustering to increase the availability and reliability of Linux 

workloads. In the event that an error cannot be corrected simply by restarting the 

application, this technology offers "fencing" capabilities that can isolate a 

nonresponsive cluster node until it can be brought back online.  

The company also offers load balancing, storage resources, and a scalable file 

system for application reliability, as well as SELinux, a security-enhanced extension 

for RHEL. 

Red Hat has close working relationships with most large ISVs today and has a strong 

track record of supporting the resulting broad collection of applications. 

SUSE Linux Enterprise Server (SLES) 

SLES, with a reputation that was built around technical excellence, was the first Linux 

distribution that was made available on IBM System z mainframe systems.   

Across Linux distributions, many of the core Linux kernel features are common, but 

different distributions tend to emphasize different features to differentiate their value 

proposition. In the case of SLES, AppArmor is an integrated feature that is promoted 

to offer better security for mission-critical applications.  

Like other distributions, SUSE Linux Enterprise Server also offers high-availability 

extensions with the SUSE Linux Enterprise High Availability Extension (HAE). This is 

a classic failover clustering technology that offers geodistribution of a cluster,  

thus enabling the restart of an application or a database at a distance from the 

originating server. 
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SLES is the second most widely used commercially supported distribution in the 

industry and, like RHEL, enjoys widespread ISV support. SUSE continues to have a 

close working relationship with IBM and brings experience from those customer 

deployments to the broader portfolio of SUSE products.  

In addition, SUSE works with SAP to offer a preconfigured, tuned version of SLES for 

deployment into an SAP environment. Many x86 server vendors offer SAP HANA 

appliances. SAP HANA runs on top of the native SUSE Linux Enterprise operating 

system kernel, supporting these SAP HANA workloads as they run on server hardware 

made by multiple systems vendors. SAP HANA also supports Intel MCA-R at the 

database level.  

Oracle Enterprise Linux 

The third major Linux distribution widely used in enterprise datacenters in mission-

critical deployments is Oracle Enterprise Linux. Oracle has taken a unique approach 

to entering the industry and began its operations with a product that the company 

claimed was 100% compatible with Red Hat Enterprise Linux. After a couple of years 

in the market, the company has expanded its footprint and now offers both an Oracle-

unique kernel build that the company promotes for customers seeking the best Oracle 

application and database experience and a second kernel that is intended to 

maximize the exact compatibility with the Red Hat kernel.  

Oracle's Linux business is focused specifically on x86 server deployments, and  

the company has invested heavily in optimizing Oracle Enterprise Linux with the 

Unbreakable Linux Kernel (the Oracle-unique kernel) for business-critical workloads. 

The company commonly refers to this integrated stack as an "engineered" software 

stack, and those engineered stacks are a key element of Oracle's Exa-class systems. 

All Exa-class engineered systems are based on x86 server technology, and IDC's 

Server Tracker data shows that most of them are shipped with Linux. 

Oracle has a range of engineered systems, including the Exadata engineered system 

for OLTP and data warehouse workloads; the Exalogic engineered system for app-

serving, Web-based, and cloud-based workloads; and Exalytics for data analytics and 

the Oracle Database Appliance (ODA) for close analysis of data related to a specific 

business unit or department in support of a business analyst or data scientist. All of 

these systems are based on x86 server technology — and all of them run Oracle 

Enterprise Linux as the enterprise Linux operating system. 

C H AL L E N G E S / O P P O R T U N I T I E S  

The use of x86 servers with Linux is an increasingly common use-case scenario for 

mission-critical workload deployments. The rapid adoption of this combination of x86 

server platforms and enterprise Linux distributions can be seen in customer studies. 

These studies show that Linux x86 servers are the recipients of mission-critical 

workloads that formerly ran on other types of systems.  
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Drivers for this increasing adoption of Linux on x86 servers include the following:  

 The phenomenon of platform migration, beginning in the economic downturn of 

2008–2009, which forced a reduction in acquisition and maintenance costs for  

IT systems 

 Workload consolidation resulting from datacenter simplification projects in recent 

years 

 Increasing capabilities of enterprise Linux x86 systems due to improvements in 

x86 hardware (e.g., RAS features, more memory) and the software that runs on it  

 Transferable skills from Unix server environments to Linux environments that 

create an opportunity for success for Linux on x86 servers 

Selection of platforms for mission-critical workloads is based on customer preferences, IT 

skill sets, and economic considerations. IDC believes that non-x86 servers will continue 

to run key mission-critical workloads for many years to come due to the preference of 

some customers to maintain the infrastructure in which they have invested heavily.  

However, IDC research indicates that the process of platform migration will continue 

to move these mission-critical workloads onto x86 servers. Each datacenter needs to 

take inventory of its infrastructure. In addition, each datacenter will need to evaluate 

the capabilities of all the platforms offered for mission-critical computing and to review 

its IT plans over one year, three years, and five years. These time horizons fit the 

stages of the business-planning cycle and underscore the need for business 

managers and IT managers to evaluate new technologies together to meet changing 

business needs.  

Given the increased presence of x86 servers in the datacenter over the past 10–15 

years and the increasing capabilities of Linux x86 server platforms for the enterprise, 

as discussed in this paper, many more mission-critical workloads will likely be moved 

to Linux x86 server platforms over time. 

C O N C L U S I O N  

Mission-critical workloads, whether they are applications or databases, must run on 

highly reliable and available platforms to ensure that business processes are running 

smoothly. Today, many customers see x86 servers as strong candidates to take on 

mission-critical workloads from other servers, including Unix servers that have been 

running mission-critical applications for many years.  

Importantly, in recent years, x86 server systems have been strengthened with the 

addition of more RAS features in the hardware and more optimization of hardware 

and software to support high-availability workloads. The capacity and performance of 

x86 systems have also improved in recent years with multicore, multiprocessor 

systems widely available and throughput increasing every year. Further, IDC expects 

that the number of four-socket and eight-socket x86 servers will grow in coming years 

as IT organizations, hosters, and service providers look to consolidate workloads onto 

fewer server "footprints" within the datacenter. 
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With the Intel Xeon E7 series of processors, Intel and its server vendor partners 

intend to gain new business with IT sites that have been deploying servers based on 

RISC and non-x86 servers for years. To meet customers' uptime needs, Intel has 

built-in RAS features on its Xeon E7 processor platform, designed to run mission-

critical workloads that formerly ran only on other types of non-x86 platforms. 

Importantly, to ensure wide adoption, Intel is working closely with software vendors to 

ensure that these important workloads run well on the Intel Xeon E7 series of 

processors and that they are tested and certified to support enterprise Linux 

distributions for mission-critical workloads. 
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