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as organizations of all sizes and types consider the adoption of public and private cloud 
computing, they need to be confident that their security concerns can be addressed. 
Cloud computing environments inherently introduce a high degree of resource sharing 
among disparate workloads, and in the case of public clouds, that sharing includes 
unknown outside parties. Therefore, it is vital that the technologies that underlie 
cloud computing can ensure a known, trusted compute environment and enable data 
encryption while still meeting performance requirements and automation needs.

intel® Xeon® processor-based servers support these business needs in open-source 
cloud-management systems such as OpenStack* with mechanisms based on intel® 
advanced encryption Standard New instructions (intel® aeS-Ni) and intel® trusted 
Execution Technology (Intel® TXT). Ongoing work throughout the open-source 
community and the ecosystem built on top of it gives enterprises and cloud providers 
the means to take advantage of these capabilities in real-world implementations.

MechanisMs to Protect 
Data in the oPen clouD
Intel® technologIes, enabled by the open-source 
cloud software ecosystem, help protect data In 
the open cloud.
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EXECUTIVE  
SUMMARY

enabled by open-source 
software contributions, the hardware 
features of intel® architecture help 
address security concerns typically 
associated with adoption of public 
and private cloud computing. As a 
result, adopters can rely on a known, 
trusted compute environment and 
enable data encryption while still 
meeting performance requirements 
and automation needs. Open-source 
cloud-management systems such as 
OpenStack* support these capabilities 
in servers based on intel® Xeon® 
processors by means of intel® advanced 
encryption Standard New instructions 
(intel® aeS-Ni) and intel® trusted 

execution technology 
(Intel® TXT). 
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Broad-based Security Considerations in the Cloud

By their very nature, cloud environments present security 
challenges that include those of the physical layer, the 
virtualization layer, and the cloud layer. These challenges  
include the following:

•   Aggregated risk. Because many virtual machines (VMs) 
execute on a server at various times, each physical host is 
exposed to risks from all of the applications and services 
associated with those VMs.

•   Multi-tenancy. Shared physical resources such as processor 
caches, disk partitions, and memory are potentially vulnerable 
from compromise of the hypervisor by other VMs.

•   Data location. Safeguarding data and attesting to its location 
can be a significant concern, such as in cases where certain data  
has regulatory geography-specific storage or use requirements.

•   Resources outside IT control. Boundaries between the data 
center and cloud providers are blurred in public clouds, creating 
a dependence on third parties for data protection and control.

•   Novel attacks. Rootkits and other stealthy malware exist and 
can be difficult to detect with traditional tools, and hidden 
infections to hypervisors, BIOS, VMs, and OSs can spread 
throughout a cloud environment.

•   Mobile access. Bring-your-own-device (BYOD) models are 
driving the need for containerization of applications through 
hardware and OS functions.

•   Increased compliance requirements. Regulatory 
considerations can create the need for cloud audits and 
heightened transparency across the cloud, without which 
customers will have to withhold these data and workloads  
from the cloud.

Overview
initial cloud adoption was marked largely by pay-per-use scenarios 
on Amazon Web Services (AWS) and other public clouds. This model 
enabled low-cost proofs of concept that drove acceptance and 
confidence across the industry. Ongoing growth of public cloud 
usages is widely expected, but in addition to awS and similar 
solutions, much of that growth will be based on open-source 
solutions; Forrester has predicted that OpenStack will be the basis 
for cloud providers building strong competitive positions during 
2013.1 those developments should enable providers to cost-
effectively build enterprise-ready infrastructure as a service (iaaS) 
and platform as a service (paaS) offerings that will enhance the 
degree of choice in the marketplace.

Moreover, increasing numbers of enterprise IT departments 
are expected to build private clouds. Zenoss Inc. reported in 
October 2012 that 56.9 percent of respondents to a survey 
were considering deployment of an open-source cloud.2 Both 
service providers and enterprise it are drawn to open-source 
cloud platforms because of cost and other licensing advantages, 
the vendor flexibility associated with open architectures, and the 
support of a vibrant community building on open-source platforms. 
Of the IT organizations considering open-source clouds, Zenoss 
finds that OpenStack is the dominant prospective platform of choice.

intel is a key member of the OpenStack Foundation, and it 
contributes substantial code and expertise through the OpenStack 
community. Intel’s contributions have played a significant role in 
advancing the overall efficiency and security of the OpenStack 
platform. OpenStack environments also benefit from the wider 
spectrum of intel contributions to vital open-source projects such 
as Linux*, KVM*, Xen*, oVirt, and OpenAttestation. 

in addition to being a leading contributor to the OpenStack project, 
Intel uses OpenStack in its data center environment. Intel IT 
recently augmented its private cloud with a hybrid solution that 
uses OpenStack in combination with internally developed code 
and other enterprise software as a foundation to transform data 
center solutions into quickly obtainable, consumable services. 

as part of that effort, intel it developed and documented best 
practices for public use and contributed to the creation of a 
number of Intel® reference architectures. These efforts helped 
further refine the cloud environment’s capabilities and provided 
the basis for streamlined implementations to meet the challenges 
encountered by cloud adopters throughout the industry. To learn 
more about intel it work to improve the speed and availability of 
cloud services, see the white paper, “Accelerating Deployment of 
Cloud Services Using Open Source Software.”3

Addressing Concerns about  
Data Security in the Cloud
Since the advent of cloud computing, the need for data 
protection—particularly in shared, multi-tenant environments—has 
been a primary consideration among customers. In an environment 
of shared compute, storage, and network resources, technologies 
are needed to effectively isolate and protect workloads and data. 
Opening remarks for the Cloud leadership Forum, produced in 
2012 by IDC and IDG Enterprise, revealed that 70 percent of 
survey respondents identified concerns about security as one 
of their top three challenges or obstacles to implementing cloud 
computing solutions.4 that factor was dramatically more pressing 
to respondents than any other, with the next most prevalent 
concern gathering just 40 percent of respondents’ votes.

http://software.intel.com/sites/default/files/accelerating-deployment-of-cloud-services-using-open-source-software.pdf
http://software.intel.com/sites/default/files/accelerating-deployment-of-cloud-services-using-open-source-software.pdf
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having a robust means of addressing security concerns is a 
prerequisite when considering moving many workloads to the 
cloud, particularly those that use sensitive information such as 
intellectual property or financial data, as well as those in regulated 
industries, such as healthcare and public utilities. However, public 
clouds operated by external service providers present specific 
challenges in achieving security goals. For example, customers may 
have little or no visibility into the infrastructure as a whole, the 
security measures in place, or even the geographical region where 
their workloads and applications are being hosted. 

as organizations grapple with their needs to assure data location 
and integrity, many rely on legacy solutions that were developed 
for fixed hardware infrastructures. To the extent that these 
solutions are applicable to verifying security compliance in 
the cloud environment, they are labor-intensive, inconsistent, 
and limited in terms of scalability, effectiveness, or efficiency. 
Considerations such as these have led many organizations to 
deploy only non-core applications in the public cloud, and many 
are seeking to address these needs by building their own private 
cloud infrastructures. In all cases, whether the cloud infrastructure 
in question is being used to host core it or just ancillary services, 
security experts who are rightly concerned about data isolation issues  
have begun to address them using methods that include the following:

•   Pervasive encryption. Protecting data with cryptography helps 
prevent unauthorized access or misuse of data, even if other 
layers of security are compromised. This type of protection 
is highly desirable in cloud environments where information 
continually moves over network connections and among 
servers. Traditionally, the processing overhead associated with 
repeatedly encrypting and decrypting data led to performance 
trade-offs that made pervasive encryption untenable or 
undesirable. Intel AES-NI, which is available on the Intel Xeon 
processor, provides hardware acceleration to key parts of 
the widely used aeS encryption algorithm, making pervasive 
encryption viable without compromising performance.

•   Trusted compute pools. the ability to verify the trustworthiness  
of a given server is a vital capability with high value in the cloud, 
where virtual machines (VMs) must regularly be provisioned to 
and migrated among multiple physical hosts. Intel TXT, a feature 
of many systems featuring the intel Xeon processor, establishes 
a hardware root of trust that allows the measurement and 
verification of the launch environment. This Measured Launched 
Environment (MLE) is compared to the expected “known good” 
boot environment—the BiOS and hypervisor—on a server to 
verify that it has not been tampered with.5 if these launch 
components match the known good configurations, the 
platform is considered trusted. Remote attestation, enabled by 
Openattestation contributed to the open-source community by 
intel, provides the mechanism to query and verify the integrity 
or trustworthiness of systems in the cloud environment. This 
attested information provides the basis for the identification of 
trusted platforms versus untrusted systems—the foundation of 
the creation of trusted compute pools that can be used to host 
privileged or sensitive data and workloads.

End-to-End Encryption in the Cloud 
with Intel® Advanced Encryption 
Standard New Instructions
intel aeS-Ni is a set of seven processor instructions that can be 
invoked to accelerate particularly processor-intensive parts of aeS 
encryption and decryption algorithms, as shown in Table 1. By 
performing these operations in hardware rather than software, 
these instructions help to address the performance limitations 
associated with pervasive encryption. The ability to encrypt data 
both in transit and at rest provides an added line of defense 
against malware and other malicious attacks that could otherwise 
compromise data security. Even if unauthorized parties gain access 
to restricted data, it is typically unusable in its encrypted form.

Because intel aeS-Ni allows data to be encrypted without reducing 
processing to a crawl, it enables many sensitive workloads to be 
migrated to the cloud where it would otherwise not be possible. 
Moreover, safeguarding the privacy of sensitive data using 
pervasive encryption helps avoid financial risk and safeguard 
customer trust. In addition to speeding up encrypt and decrypt 
functions, intel aeS-Ni can also provide some additional security 
to the code that implements those functions, by helping thwart 
software-based attacks on encryption routines.

AESENC

Performs a single round of encryption, 
combining the four steps of the AES algorithm 
into a single instruction: ShiftRows, SubBytes, 
MixColumns, and AddRoundKey

AESENCLAST
Performs the last round of encryption,  
combining the ShiftRows, SubBytes, and 
AddRoundKey steps into one instruction

AESDEC

Performs a single round of decryption, combining 
the four steps of the AES algorithm into a 
single instruction: InvShiftRows, InvSubBytes, 
InvMixColumns, and AddRoundKey

AESDECLAST
Performs the last round of decryption,  
combining the InvShiftRows, InvSubBytes,  
and AddRoundKey steps into one instruction

AESKEYGENASSIST Generates the round keys used for encryption

AESIMC
Converts the encryption round keys to  
a form usable for decryption using the 
Equivalent Inverse Cipher

PCLMULQDQ
Performs carry-less multiplication of two  
64-bit operands

Table 1. Intel® Advanced Encryption Standard New Instructions.
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Common vulnerabilities in software-side encryption components 
exploit vulnerabilities due to encryption blocks, keys, and tables 
being stored in memory and transferred as needed to the 
processor cache. Malicious code can seed the cache and then 
observe the behavior and timing of data transfers between 
the memory and cache to determine the values of individual 
bytes within the cryptographic key. These types of operations 
can significantly weaken the overall cryptographic algorithm, 
weakening the security of the system. These vulnerabilities are 
particularly pronounced in highly parallel, shared systems such 
as those where multiple cores, software threads, and OSs are 
present, making them particular noteworthy in large-scale cloud 
systems.

intel aeS-Ni operation is based and isolated in hardware—it does 
not depend on lookup tables—making the encryption blocks 
resistant to software-based attacks. The instructions in Intel 
aeS-Ni also tend to reduce code size, and the lower degree of 
complexity can help make it less likely that security flaws are 
introduced in application code. Finally, the acceleration of encrypt 
and decrypt operations associated with intel aeS-Ni allows for the 
use of larger cryptographic keys than would otherwise be tenable, 
adding further to the robustness of the solution’s security.

intel is working closely with the OpenStack community to bring 
cryptographic acceleration using Intel AES-NI to OpenStack. There 
are three aspects of this work:

•   Enabling OpenStack for hardware features of Intel® 
platforms, so that the OpenStack environment can identify, for 
example, whether a given machine supports specific instructions 
or register types associated with algorithmic implementations 
that can accelerate performance.

•   Spearheading and assisting with the work within the 
OpenStack community to use cryptographic libraries, 
including enablement of the Swift object store to provide server-
side (object) encryption, and assisting with the work for volume 
encryption in Cinder (using intel aeS-Ni implementation to 
achieve maximum performance).

•   Helping develop best practices for configuring OpenStack 
with OpenSSL*, which build on Intel’s other innovation and 
software contributions related to encryption for the open-source 
solutions ecosystem, including Intel AES-NI support.

Intel AES-NI also contributes to cloud security more indirectly. 
as the cryptographic libraries in the linux kernel support intel 
aeS-Ni, clouds that run on top of linux, such as those based on 
OpenStack, can take advantage of intel aeS-Ni automatically, which 
provides for accelerated data encryption at various points in the 
cloud infrastructure, as shown in Figure 1. Intel AES-NI can be 
used to accelerate reads from and writes to popular open-source 
and proprietary databases using data in an encrypted state, which 
helps protect against attacks on the storage infrastructure. 

Full disk encryption is a usage model in which every bit of data that 
goes onto a disk volume is encrypted, using either disk-encryption 
software or encrypted hard drives. This approach provides an 
added layer of protection, for example, in decommissioning and 
repair scenarios, which can otherwise be outside the direct control 
of the customer that owns the data.

the data associated with client transactions to the cloud can also 
be encrypted using protocols such as transport layer Security 
(tlS) or Secure Sockets layer (SSl), providing a further layer 
of protection. Acceleration of encryption routines within the 
transaction framework improves response times, maintaining a 
positive user experience while providing added data protection.

Finally, applications running in OpenStack-based clouds can 
also take advantage of intel aeS-Ni, completing the presence 
of pervasive encryption throughout the environment. One 
streamlined option for such implementation is using the intel® 
integrated performance primitives (intel® ipp) cryptography 
domain. This collection of pre-optimized functions provides a simple 
means of implementing high-quality cryptography using intel aeS-
Ni, which can collapse many lines of code into a single instruction, 
reducing code size and complexity, in addition to requiring fewer 
execution cycles. 

Encrypted client transaction data
2

Encrypted data in storage
1

Encrypted application data
3

Figure 1. Data encrypted using Intel® Advanced 
encryption Standard New instructions at various 
points in the cloud infrastructure.
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As an added benefit, Intel maintains these and other Intel IPP 
functions for each new generation of intel® processors, so 
application developers need only link to the new versions of 
the relevant functions and recompile their code to harness 
the capabilities of new processor architectures. This approach 
reduces the time, effort, and cost of maintaining application code. 
alternatively, developers can use a variety of other libraries that 
support intel aeS-Ni, or they can implement the instructions 
directly.

intel has developed optimized implementations of cryptographic 
functions for intel® architecture that help accelerate two compute 
phases in the SSl and tlS protocols: session initiation and session 
transfer. These optimizations offer benefits to organizations that 
want to accelerate cryptographic operations using OpenSSl in 
OpenStack. To learn more, see the Intel white paper, “Improving 
OpenSSL* Performance.”6

Trusted Compute Pools with Intel® 
Trusted Execution Technology and  
the OpenAttestation SDK
an intel tXt-enabled platform requires a trusted platform module 
(TPM), as well as BIOS and an OS or a hypervisor that supports 
Intel TXT. The technology also makes extensive use of components 
built into Intel® Virtualization Technology (Intel® VT) to help protect 
against unauthorized direct memory accesses and to enforce 
application and data isolation, allowing for a tamper-resistant 
launch evaluation. As described above, Intel TXT creates an MLE 
that allows for critical components of a server launch environment 
to be compared against the known good source.

Intel TXT produces a unique cryptographic identifier for each 
component at launch, and hardware-based mechanisms detect the 
execution of any code that does not match the MLE-specifications. 
as such, these mechanisms help to protect against the new 
class of low-level, software-based attacks on the integrity of the 
systems at power-on—before most traditional anti-malware gets 
loaded. Intel TXT provides a launch control policy engine to create 
and implement lists of known good code, as well as hardware-
assisted methods for secret protection that delete residual data if 
an improper MLE shutdown occurs, helping protect against memory 
snooping and reset attacks.

For example, if a rootkit attempts to install itself underneath the 
hypervisor of the platform, the change in the environment creates 
a mismatch between the cryptographic hash associated with the 
measurements of the attempted launch environment and the 

known good configuration identified in the MLE WhiteList. Intel 
tXt interprets that mismatch as a breach of trust and indicates an 
untrusted launch of the platform. This allows IT or security experts 
to detect these new types of attacks more quickly and mitigate 
the negative consequences of the rootkit attack.

using intel trusted execution technology across 
Cloud resources with trusted Compute pools
to provide customers with better information about the cloud 
environments they use, intel tXt can provide vital information 
about host resources’ security postures that can help organizations 
make better security decisions. Intel TXT provides the foundation 
for the creation of trusted compute pools, in which platform launch 
integrity can be identified across a group of hosts so that these 
resources can be allocated optimally and used as a new control 
point for workloads in the cloud. 

By integrating into the management automation framework, 
trusted compute pools allow for policy-based controls to be set 
up that restrict the migration of sensitive, designated VMs from 
a trusted platform to only other trusted platforms. They also 
prevent VMs from being migrated from unverified systems onto 
trusted platforms. These mechanisms enhance the isolation of 
sensitive data or services while still allowing for the use of pooled 
cloud-based resources. Pooling trusted servers in this fashion 
allows for a number of valuable usage models that can help make 
the security of cloud environments more robust, extending their 
viability for a variety of workloads and applications:

•   Verified launch for audit support. Enterprises and cloud 
providers can use data integrity checking mechanisms to verify 
platform integrity, lower the risk of security breaches from 
malware, and reduce support costs.

•   Policy-based live migration. With an aggregated set of trusted 
systems, platform trust status can be used with security 
applications to enforce the control of workload assignment 
policies, restricting the migration of VMs that execute sensitive 
workloads only to trusted platforms, in an automated fashion. 

•   Compliance reporting. Auditing the cloud environment is 
enhanced through the use of attestable intel tXt hardware-
based mechanisms. Governance, risk management, and 
compliance (GRC) or security information and event manager 
(SIEM) dashboards can quickly verify that these controls are in 
place and operational, helping establish and verify adherence to 
data protection and control standards. 

invent

http://software.intel.com/sites/default/files/open-ssl-performance-paper.pdf
http://software.intel.com/sites/default/files/open-ssl-performance-paper.pdf
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The PrivacyCA provisions and certifies hosts’ attestation identity 
key, and the appraiser communicates with the hostagent using 
the trouserS trusted software stack to retrieve and verify a 
host’s PCRs. The Query API queries the host trust state, and 
the historical integrity reporting portal appraiser (a reference 
implementation) internally tracks each host’s historical integrity 
reports. The portal provides an interface to view historical data as 
well as details of integrity data reported by hosts. The WhiteList 
table API adds or deletes entries in the Good/Known WhiteList 
Table. The service provides the APIs and storage to define the various  
MLEs in the environment, their attributes, policy-driven trust 
definitions, and other key data to support trusted compute pools.

Verifying MLE Credentials Using  
the Openattestation Service
as described above, establishing trusted compute pools requires 
MLE credentials based on a cryptographic hash to be shared 
among physical hosts, such as those within a cloud, so that the 
trustworthiness of those platforms can be reported across the 
environment to the management infrastructure. Intel created 
the OpenAttestation service and SDK, which it released to the 
community as open-source code in april 2012, to support that 
functionality for host platforms that have a TPM. 

Openattestation is implemented within OpenStack, enabling users 
to verify integrity (or lack thereof) of launch components, to 
help reduce threats associated with malware, enhance security 
by controlling the VM location based on platform trust, and 
provide attestable hardware support for auditing and compliance 
requirements. The core mechanisms of OpenAttestation are 
illustrated in Figure 2. (Note: Trusted Boot (tboot) is the open-
source project that delivers intel tXt support into the hypervisor 
or OS.)

Software developers can merge, modify, and distribute 
Openattestation with cloud management stacks as a means to 
enhance security through the delivery of trusted compute pools, 
using an open web-based API provided for that purpose. As part of 
those third-party software stacks, using Openattestation enables 
the cloud-management software to remotely retrieve and verify 
target hosts’ integrity. OpenAttestation allows administrators 
to set up whitelist tables that establish known good platform 
configuration registers (PCRs) that serve to verify host integrity. 
The OpenAttestation service uses the Privacy Certificate Authority 
(privacyCa) and appraiser to communicate with and verify hosts, 
as shown in Figure 3.
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Figure 2. Remote attestation with the OpenAttestation service.

Figure 3. Components and operation of the OpenAttestation service.
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To learn more about Intel’s work  
with OpenStack, visit:  

www.intel.com/opensource/OpenStack community
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Figure 4. Filtering of hosts by the OpenStack* Nova scheduler.

putting trusted Compute pools into  
action using the OpenStack Nova Scheduler
As described above, Intel TXT enables trust to be verified on hosts 
and for trusted compute pools to be established in the OpenStack 
environment. OpenAttestation allows those pools to be verified 
in order to establish populations of hosts that meet specific trust 
criteria. Based on this information, the OpenStack Nova scheduler 
places workloads for execution on trusted hosts, as shown in  
Figure 4. The first step in this determination is to establish which  
platforms are trusted, using the trusted_filter, which compares 
a key/value pair for each host to the value returned by the 
OpenAttestation service for that host (that is, “trusted” for trusted  
hosts and “untrusted” for untrusted hosts). If the host value matches  
the OpenAttestation service value, the host passes the filter; if 
the values do not match, the host does not pass the filter and is 
therefore not a candidate for hosting the scheduled instance.

Conclusion
Intel’s participation in the open-source cloud ecosystem is 
helping organizations address their challenges in adopting cloud 
technology. In particular, OpenStack implementations benefit 
from intel® hardware technologies, software contributions, 
and ecosystem enablement to support trusted computing 
environments and high-performance encryption.

these mechanisms are moving steadily toward mainstream 
adoption in both public and private cloud infrastructures. Linux OS 
vendors have provided broad-based support for intel tXt and intel 
AES-NI today, and support for OpenAttestation is growing.

Various enterprise data centers and cloud service providers 
have deployed OpenStack in production by using their own 
developer expertise. As these capabilities continue to become 
more developed and widely understood, the benefits in terms of 
efficiencies and cost-effectiveness will continue to grow.

to learn more about intel® advanced encryption Standard  
New instructions, visit:  
www.intel.com/content/www/us/en/architecture-and-
technology/advanced-encryption-standard--aes-/data-
protection-aes-general-technology.html

to learn more about intel® trusted execution technology, visit: 
www.intel.com/txt



linux 
contributions

building 
blocks

industry 
standards

commercial 
ecosystem

academic 
research

tools and 
resources

customer 
solutions

OPEN 
SOURCE

on Intel

1    2013 Cloud Predictions: We’ll Finally Get Real About Cloud.  
http://blogs.forrester.com/james_staten/12-12-03-2013_cloud_predictions_well_finally_get_real_about_cloud  

2    Press Release: Zenoss Reports On The State of Open Source Cloud Adoption.  
www.zenoss.com/about/news/press/Zenoss_Reports_On_The_State_of_Open_Source_Cloud_Adoption.html 

3    IT@Intel white paper, “Accelerating Deployment of Cloud Services Using Open Source Software” (2012).  
http://software.intel.com/sites/default/files/accelerating-deployment-of-cloud-services-using-open-source-software.pdf 

4  Gens, Frank, and John Gallant, Beyond the Hype: The Year in Cloud and Strategic Choices Ahead.  
www.eiseverywhere.com/file_uploads/d471b7932e4f64e622e9303eebd44848_CLF_2012_Opening_Remarks.pdf 

5  No computer system can provide absolute security under all conditions. Intel® Trusted Execution Technology (Intel® TXT) 
requires a computer with Intel® Virtualization Technology, an Intel TXT-enabled processor, chipset, BIOS, Authenticated 
Code Modules and an Intel TXT-compatible measured launched environment (MLE). Intel TXT also requires the system 
to contain a TPM v1.s. For more information, visit www.intel.com/technology/security.

6  Intel white paper, “Improving OpenSSL* Performance” (2011).  
http://software.intel.com/sites/default/files/open-ssl-performance-paper.pdf  

INFORMATION IN THIS DOCUMENT IS PROVIDED IN CONNECTION WITH INTEL® PRODUCTS. NO LICENSE, 
EXPRESS OR IMPLIED, BY ESTOPPEL OR OTHERWISE, TO ANY INTELLECTUAL PROPERTY RIGHTS IS 
GRANTED BY THIS DOCUMENT. EXCEPT AS PROVIDED IN INTEL’S TERMS AND CONDITIONS OF SALE FOR 
SUCH PRODUCTS, INTEL ASSUMES NO LIABILITY WHATSOEVER, AND INTEL DISCLAIMS ANY EXPRESS 
OR IMPLIED WARRANTY, RELATING TO SALE AND/OR USE OF INTEL PRODUCTS INCLUDING LIABILITY OR 
WARRANTIES RELATING TO FITNESS FOR A PARTICULAR PURPOSE, MERCHANTABILITY, OR INFRINGEMENT 
OF ANY PATENT, COPYRIGHT OR OTHER INTELLECTUAL PROPERTY RIGHT. UNLESS OTHERWISE AGREED 

IN WRITING BY INTEL, THE INTEL PRODUCTS ARE NOT DESIGNED NOR INTENDED FOR ANY APPLICATION IN 
WHICH THE FAILURE OF THE INTEL PRODUCT COULD CREATE A SITUATION WHERE PERSONAL INJURY OR 
DEATH MAY OCCUR.
Intel may make changes to specifications and product descriptions at any time, without notice. Designers must not rely on 
the absence or characteristics of any features or instructions marked “reserved” or “undefined.” Intel reserves these for 
future definition and shall have no responsibility whatsoever for conflicts or incompatibilities arising from future changes to 
them. The information here is subject to change without notice. Do not finalize a design with this information. The products 
described in this document may contain design defects or errors known as errata which may cause the product to deviate 
from published specifications. Current characterized errata are available on request. Contact your local Intel sales office or 
your distributor to obtain the latest specifications and before placing your product order. Copies of documents which have 
an order number and are referenced in this document, or other Intel literature, may be obtained by calling 1-800-548-4725, 
or by visiting Intel’s Web Site http://www.intel.com/. 
Software and workloads used in performance tests may have been optimized for performance only on Intel 
microprocessors. Performance tests, such as SYSmark* and MobileMark*, are measured using specific computer 
systems, components, software, operations and functions. Any change to any of those factors may cause the results 
to vary. You should consult other information and performance tests to assist you in fully evaluating your contemplated 
purchases, including the performance of that product when combined with other products. For more information, go to 
http://www.intel.com/performance. 
*Other names and brands may be claimed as the property of others.
Copyright © 2013 Intel Corporation. All rights reserved. Intel, the Intel logo, and Xeon are trademarks of Intel Corporation in 
the U.S. and other countries.
0313/NKR/MESH/PDF 328753-001US

spark

www.intel.com/opensource

Intel takes pride  
in being a long-standing  
member of the open-source community.  
We believe in open-source development as a 
means to create rich business opportunities, 
advance promising technologies, and bring 
together top talent from diverse fields to 
solve computing challenges. Our contributions  
to the community include reliable hardware 
architectures, professional development tools, 
work on essential open-source components, 
collaboration and co-engineering with leading 
companies, investment in academic research 
and commercial businesses, and helping to 
build a thriving ecosystem around open source. 


