
Tutorial:  

Intel Graphics Performance Workshop 

for 3rd Generation Intel® Core™ Processor (Ivy Bridge)  

Introduction 

This Intel Graphics Performance Workshop Tutorial presents a step-by-step guide to performance 

analysis, bottleneck identification, and rendering optimization of a D3D11 application. The sample 

application provided, “City Racer”, simulates a road race through a stylized urban setting. Performance 

analysis of the application is done using the Intel® Graphics Performance Analyzer (GPA) tool suite. 

 

The combined city and vehicle geometry (at the default 30-vehicle setting) consists of approximately 

4.4M vertices (1.5M triangles) per frame, with diffuse- and specular-mapped materials lit by a single 

directional (sun) light. Scene depth is emphasized with an aerial perspective fog effect, and in-vehicle 

views are rendered with a velocity-sensitive motion blur. The provided source material includes the 

code, project files, and art assets required to build the application, including the source code 

optimizations identified over the course of the tutorial.  

Figure 1 - City Racer sample application 



Tutorial Organization 

This tutorial leads a developer though six successive optimization steps. At each step the application is 

analyzed with the Intel Graphics Performance Analyzer (GPA) suite to identify a specific performance 

bottleneck. An appropriate optimization is then applied to the sample code to overcome the bottleneck, 

and GPA is re-run to measure the performance gained. The optimizations applied are generally in line 

with guidelines provided in DirectX* Developer’s Guide for Intel® Processor Graphics1. Over the course of 

the tutorial the applied optimizations double the rendering performance of the City Racer application.  

Prerequisites 

The City Racer sample is built with the Microsoft Visual Studio* IDE, with solution files provided for 

VS2008 and VS2010 versions. City Racer utilizes the Direct3D 11 API and the DXUT framework, requiring 

a version of Microsoft DirectX* SDK, June 2010 or later. Performance analysis is done using the Intel GPA 

tool suite2, including profiling markup commands (for Profiling builds) defined in the ittnotify.h header 

file included with GPA. The user environment must include the symbols DXSDK_DIR and 

GPA_INCLUDE_DIR created during the DirectX SDK and GPA tools installations, respectively. 

City Racer Sample Architecture  

City Racer is logically divided into race simulation and rendering subcomponents. Race simulation 

includes modeling of vehicle acceleration, braking and turning parameters and steering AI for track 

following, and collision avoidance. Race simulation code is in the track.cpp, vehicle.cpp, and 

SceneDescription.cpp files. Race simulation is not affected by any of the optimizations applied over the 

course of the tutorial. 

 

The rendering component consists of drawing the vehicles and scene geometry, utilizing the D3D11 API, 

and the DXUT framework. The rendering code is contained in main.cpp and shaders.hlsl and is the 

target for all performance optimizations. The initial version of the rendering code represents a first-pass 

effort, containing several performance-limiting design choices.   

 

Mesh and texture assets are loaded while parsing the scene_description.txt file. Individual meshes are 

tagged as either pre-placed scenery items, instanced scenery with per-instance transformation data, or 

vehicles for which the simulation provides transformation data. Two camera modes are available, one 

free and one vehicle-locked. When the vehicle camera is active, a second pass is added to render a radial 

motion blur effect. The additional blur pass makes the vehicle-locked views slower to render than the 

free camera, and all performance analysis and code optimizations are targeted at this camera mode. 

 
Code Optimizations 

Code optimizations to be applied over the course of the tutorial are found within main.cpp and 

shaders.hlsl and are controlled by a set of conditional compilation definitions found at the top of 

main.cpp: 



#define RENDER_TGT_FORMAT 1         // Opt1 

#define ACCUMULATION_BLUR 1         // Opt2 

#define BLUR_TGT_RESOLUTION 1       // Opt3 

#define MINIMIZE_CLEARS 1           // Opt4 

#define VIEW_FRUSTUM_CULLING 1      // Opt5 

#define SIMULATED_CPU_LOAD 1        // pre Opt6 (6a) 

#define GPU_INSTANCING 1            // Opt6 (6b)  

 

These definitions are commented at the beginning of the tutorial and enabled one-by-one as the reader 

progresses through the optimization steps. Each definition controls the substitution of one or more code 

segments that achieve the optimization for that step of the tutorial. 

Performance Analysis 

Performance analysis of City Racer in this workshop is accomplished using the Intel GPA tool suite 

(version 4.2 at the time of this writing). For this workshop, developers can use later versions of GPA 

and/or other performance analysis tools of their choosing, but GPA must be installed to provide the 

ittnotify.h header needed when building Profile configurations. 

This workshop will lead the user through the subset of GPA tools and options needed to accomplish 

graphics optimization goals, but this workshop is in no way a full description of all GPA capabilities. The 

reader is strongly encouraged to visit the GPA web site3 for complete documentation. 

Data Capture Steps 

All profiling data is captured from Profile configuration builds, which are fully optimized by the compiler 

and include profiling section markers used by GPA to annotate user-designated code segments. By 

default, the executable is created in platform\configuration named folders alongside the source folder. 

  



Application performance data is captured with the GPA Monitor utility. After launching GPA Monitor, 

right-click on the tray icon and select ‘Analyze Application’. In the dialog box, browse to the Profile 

directory and select the executable file. 

 

Click Run to start the profiling session and launch the application.   

GPA Monitor adds several heads-up display (HUD) overlays to the application, which can be toggled 

through using Ctrl-F1. There are many different performance counters that can be configured for real-

time display in the GPA HUD, but for purposes of this workshop we will generally use just the frames-

per-second (fps) display as an indicator of overall rendering performance.   

Step 1 – Capture performance data 

Launch City Racer from the GPA Monitor, as described above. With the application running in full-screen 

mode (toggle with F2) and using a vehicle-tracking camera (1-9), capture an application trace with Ctrl-

Shift-T, and a frame capture with Ctrl-Shift-C. The captured data will be saved to time-stamped files for 

later off-line analysis. Once capture is complete, exit the City Racer application. 

Step 2 – Examine overall system performance with GPA Platform Analyzer 

Launch GPA Platform Analyzer and select the application trace file. Platform Analyzer is able to retrieve 

a data file from a remote system running GPA monitor, but in this case we assume that we’re running 

analysis on the same system where the data was captured, so ensure that the Machine Name selection 

is set to ‘<This Machine>’. If GPA Monitor has been closed, it will re-start to serve the data file. 

Step 3 – Examine GPU performance with GPA Frame Analyzer 

Launch GPA Frame Analyzer and select the frame capture file. Frame Analyzer is also able to retrieve 

frame data from a remote system, but again we assume that analysis is being run on the capturing 

Figure 2 - Select application and working folder for GPA Monitor 



system. Note that if analyzing remotely there are some limitations on frame analysis. See the GPA 

documentation for details. 

Optimization Tutorial 

Consider the City Racer application as a functional but non-optimized prototype. In its initial state (with 

all the conditional #defines at the top of main.cpp commented out) it provides the visual result desired, 

but the rendering performance on a system using a 3rd generation Intel® Core ™ processor, code-named 

Ivy Bridge, is quite low. There are a variety of techniques and design choices in place, representative of 

those that might be found in a typical game-in-development, that limit the rendering performance of 

the application. The goal of the optimization phase of development is to identify the performance 

bottlenecks one by one, make code changes to overcome them, and measure the improvements 

achieved.  

 
Note that the tutorial addresses only a small subset of the total possible optimizations that could be 

applied to City Racer. In particular, it only considers optimizations that can be applied completely in 

source code, without any changes to the model or texture assets. Other asset-changing optimizations 

are excluded here simply because they become somewhat cumbersome to implement in tutorial 

format, but they can be identified using GPA tools and should be considered in real-world game 

optimization. 

 
 
Note on included performance numbers 

Performance numbers shown in this document were captured on an Ivy Bridge ‘Chief River’ SDP system, 

a mobile CPU with onboard GT2-level GPU. The operating system was Windows 7*, 64-bit with 4 GB of 

DRAM installed. FPS numbers are taken on a 1920x1200 monitor in full-screen mode, i.e., at slightly 

greater than 1080p resolution. The tutorial user’s development system is not likely to produce the same 

absolute performance numbers as shown here, however it is expected that the relative performance 

relationships will be similar and will logically lead to the same performance optimizations. 

 

Optimization Step 1 

Analysis 

In full-screen mode and using a vehicle-locked camera, City Racer’s rendering speed is only around 20 

fps. Capture a system trace and frame data as described above. Examining the system trace data in 

Platform Analyzer we see two timelines at the top, one for the CPU and one for the GPU. Individual 

frames are color-coded to assist in identifying the time the CPU and GPU spent working on a specific 

frame. Below is another timeline that breaks out timing of CPU code segments within the main process, 

including both GPA default segments and the user-specified segments.  

 



 
Figure 3 - Platform Analyzer timeline display, step 1 

The first thing to notice on the top timeline is that GPU processing of frames is considerably delayed, in 

that the GPU does not begin processing frame data until roughly 80 ms after the CPU has finished with 

the same frame. This is characteristic of a system that is GPU-limited; the 80 ms corresponds to the 

maximum buffer space that the CPU can fill before being held off from placing any more work in the 

GPU queue. 

 
If we zoom in on the CPU process timeline, we find this pattern: 
 

 
 
Within each frame the CPU submits an instanced model that is replicated several hundred times. Each 

instance should take roughly the same amount of time to submit, as is seen in the left half of the image. 

Midway through the instanced model, a marked code segment labeled ‘Update Const Buffers’ consumes 

22 ms, while on previous instances it takes only about 2 us. Since the work required for all instances is 

identical, this 10,000-fold difference must be due to an external condition, which in this case identifies 

the point at which the GPU work queue became full and the CPU was held off. 

 
This pattern strongly indicates that the overall rendering bottleneck at this point is with the GPU. To 

examine GPU performance in detail, start Frame Analyzer and open the frame capture file. The timeline 

at the top of frame analyzer is laid out in equally-spaced ‘ergs’ of work—each corresponding roughly to 

a Draw() call. For a more traditional timeline display, select ‘GPU Duration’ on the X-axis. For the Y-axis, 

select ‘Sampler Busy’ to show texture sampler utilization.  

 



 
Figure 4 - Frame Analyzer, step 1 

Notice that one of the final ergs is responsible for nearly half the timeline, pegging the texture sampler 
at 100% for the entire interval. This erg turns out to be the blur shader, which reads multiple samples 
from the render target in a radial pattern and blends them together, for each pixel in the frame buffer. If 
we look closely at the render target display, we find that it is set at an extremely high bit depth of 4 x 32-
bit floats, or 128 bits per pixel.  
 

 
Figure 5 - Render target bit depth, step 1 

 
This high bit depth translates directly to the high texture bandwidth consumed during this blur phase, 

and is set much higher than necessary. 

 



Resolution 

We have determined that the render target bit depth is excessively large and is leading to a large texture 

bandwidth demand during the blur processing. We will correct this issue by reducing the render target 

format to a more reasonable 32-bit format, reducing the bandwidth requirement by a factor of 4. To do 

this, uncomment the first optimization definition in main.cpp:  

 
// Optimizations 

#define RENDER_TGT_FORMAT 1         // Opt1 

//#define ACCUMULATION_BLUR 1         // Opt2 

//#define BLUR_TGT_RESOLUTION 1       // Opt3 

//#define MINIMIZE_CLEARS 1           // Opt4 

//#define VIEW_FRUSTUM_CULLING 1      // Opt5 

//#define SIMULATED_CPU_LOAD 1        // pre Opt6 (6a) 

//#define GPU_INSTANCING 1            // Opt6 (6b) 

  

Search main.cpp for this symbol to see the actual code changes required to perform this optimization. 
 
With this change in place, re-run City Racer and note that rendering performance is nearly doubled to 

around 37 fps. The first optimization step is now complete. 

Optimization Step 2 

Analysis 

City Racer now renders at around 37 fps. Capture a new set of trace and frame data as before and open 

the trace file in Platform Analyzer. Even though the overall frame time has been reduced nearly by half, 

we see the same buffering delay between CPU completion and the initiation of GPU processing for each 

frame. 

 

 
Figure 6 - Platform Analyzer timeline, step 2 

We can see that City Racer remains GPU bound at this point, so we again turn to Frame Analyzer to 

examine the GPU workload. Set the X-axis to GPU Duration and Y-axis to Sampler Busy as before. The 

Frame Analyzer timeline now looks like this: 

 



 
Figure 7 - Frame Analyzer timeline, step 2 

Looking again at the final blur ergs, by reducing the render target’s bit depth we have reduced the 

memory bandwidth required for blurring, with the blur now consuming around 8 ms compared to 27 ms 

originally. The blur step remains memory bound, pegging the texture samplers at 100% for the entire 

time, and can be further improved by continuing to reduce its memory pressure. 

 

The original radial blur pixel shader plots a radial line segment on the render target with a length that 

varies based on camera speed and the pixel depth, and then marches along that line segment 

accumulating render target pixels to blend into a final blurred output pixel. The number of render target 

samples required per output pixel varies across the frame and can be as high as 25 to 1. A more 

bandwidth-efficient blur technique can produce nearly the identical blur result using an additional 

render target as an accumulation buffer. The accumulation blur shader requires only 2 texure samples 

to update and 2 samples to perform the final blur, and this cost is constant across the frame. 

 
Resolution 

The blur pass continues to be memory bound. We can reduce the blur pass memory pressure by 

replacing the radial sampling pixel shader with an accumulation buffer implementation. Uncomment the 

second optimization definition in main.cpp to accomplish this code change.  

 
// Optimizations 

#define RENDER_TGT_FORMAT 1         // Opt1 

#define ACCUMULATION_BLUR 1         // Opt2 

//#define BLUR_TGT_RESOLUTION 1       // Opt3 

//#define MINIMIZE_CLEARS 1           // Opt4 

//#define VIEW_FRUSTUM_CULLING 1      // Opt5 

//#define SIMULATED_CPU_LOAD 1        // pre Opt6 (6a) 

//#define GPU_INSTANCING 1            // Opt6 (6b) 

  

Search main.cpp for this symbol to see the actual code changes required to perform this optimization. 
 
With the accumulation buffer implemented, re-run City Racer and note that rendering performance has 

increased to approximately 45 fps. The second optimization step is now complete. 



Optimization Step 3 

Analysis 

With the first two optimizations in place, City Racer renders at around 45 fps. Capture a new set of trace 

and frame data. Checking the Platform Analyzer we find that the application remains GPU bound, so we 

will switch immediately to frame analysis. With the X-axis set to GPU Duration and Y-axis to Sampler 

Busy as before, the Frame Analyzer looks like this: 

 

Figure 8 - Frame Analyzer, step 3 

The blur pass in now broken into 2 ergs, one to update the accumulation buffer and another to blend 

the current frame render target and the accumulation render target together for the final image. The 

blur pass remains memory bandwidth bound, but the overall blur pass (Ctrl-click to select both ergs) 

performance cost is now down to 3.5 ms. 



 

Figure 9 - combined blur ergs consume 3.5 ms, step 3 

The blur pass has now been reduced considerably, to the point that it’s no longer the biggest 

optimization target on the GPU timeline. But there is one more simple tweak that can be made here to 

again push memory pressure down. Looking at the various render targets in the frame, we see that 

they’re all set to the same resolution:  

 

 
Figure 10 - Accumulation blur render targets, step 3 

The accumulation blur buffer contains blended full-resolution images from previous frames, yielding a 

somewhat strobe-like effect. This strobe effect could be greatly reduced by application of a low-pass 

filter, albeit at additional performance cost. If we realize that it is not necessary for the accumulation 



buffer’s resolution to match the final frame buffer resolution, we can select a smaller render target for 

this buffer. This has a performance benefit by again reducing the memory bandwidth needed to update 

and merge from the accumulation buffer, and also a quality benefit by effectively applying the desirable 

low-pass filter effect on the blur render target. 

 
Resolution 

The final optimization to the blur pass is to reduce the resolution of the accumulation blur render target. 

Accomplish this by un-commenting the third definition like this:  

 
// Optimizations 

#define RENDER_TGT_FORMAT 1         // Opt1 

#define ACCUMULATION_BLUR 1         // Opt2 

#define BLUR_TGT_RESOLUTION 1       // Opt3 

//#define MINIMIZE_CLEARS 1           // Opt4 

//#define VIEW_FRUSTUM_CULLING 1      // Opt5 

//#define SIMULATED_CPU_LOAD 1        // pre Opt6 (6a) 

//#define GPU_INSTANCING 1            // Opt6 (6b) 

  

This optimization reduces blur target resolution by a factor of 4 in each dimension, reducing the overall 

buffer size by a factor of 16. The final blend must sample the blur buffer at the full frame buffer 

resolution, so the overall memory bandwidth is not linearly reduced by a factor of 16, but the memory 

pressure reduction does lead to a frame rate improvement, to around 51 fps.  The third optimization 

step is now complete. 

Optimization Step 4 

Analysis 

After several optimization steps we have reduced the initially expensive radial blur pass cost from 27 ms 
to under 2 ms and improved overall City Racer frame rate to over 50 fps. Capture a new set of trace and 
frame data. A glance at the Platform Analyzer timeline shows that we remain GPU bound, so we will 
return to frame analysis. With the X-axis set to GPU Duration and Y-axis to Sampler Busy as before, the 
Frame Analyzer looks like this: 
 



 
Figure 11 - Frame Analyzer, step 4 

Notice that the blur pass ergs (highlighted) now account for less than 2 ms of GPU time. We’ll now look 

for other optimization opportunities within the GPU timeline. So far we have looked at memory read 

pressure, using the ‘Sampler busy’ metric on the Y axis. Switch that to ‘GPU Memory Writes’ to examine 

write pressure. 

 

 
Figure 12 - Frame Analyzer, memory writes, step 4 

We see several ergs with high write pressure. The final one represents writing the final image to the 

frame buffer, and cannot be further optimized. However, there is an opportunity at the beginning of the 

frame, where the highlighted ergs represent clearing of the color and depth buffers. The City Racer 

scene is contained within a ground plane and a skybox hemisphere and has no transparent geometry.  

We therefore know that every pixel in the scene will be written opaquely in every frame, so there is no 

need to clear the color buffer between frames. While the performance cost of clearing the color buffer 

is relatively minor at less than 1 ms, it is trivially easy to avoid this cost. 



 

Resolution 

Remove the clear of the color buffer at the beginning of the frame by uncommenting the fourth 

definition, as shown:  

 
// Optimizations 

#define RENDER_TGT_FORMAT 1         // Opt1 

#define ACCUMULATION_BLUR 1         // Opt2 

#define BLUR_TGT_RESOLUTION 1       // Opt3 

#define MINIMIZE_CLEARS 1           // Opt4 

//#define VIEW_FRUSTUM_CULLING 1      // Opt5 

//#define SIMULATED_CPU_LOAD 1        // pre Opt6 (6a) 

//#define GPU_INSTANCING 1            // Opt6 (6b) 

  

Removing color buffer clears is a relatively minor performance improvement saving less than a 

millisecond per frame, but is sufficient to improve average frame rate by 1-2 fps. The fourth 

optimization step is now complete. 

Optimization Step 5 

Analysis 

Removing unnecessary clears provided a minor rendering improvement, but a quick glance at Platform 

Analyzer will confirm that City Racer remains GPU bound. Returning to Frame Analyzer, we select ‘Post-

Clip Primitives’ for the Y-axis. The gaps in this view serve to point out ergs that are wasted, because the 

geometry represented is entirely clipped: 

 



 
Figure 13 - Frame Analyzer, step 5 

We cannot eliminate many of the gaps found here because they represent sub-meshes embedded in 

larger asset models, e.g., most of the city’s buildings are loaded together as a single mesh. As stated 

earlier, for the purposes of this tutorial we don’t consider optimizations that require recreating the input 

assets. In the real world, of course, the potential gains would argue heavily for having game-

development artists break such large assets into smaller pieces that can be individually culled. 

 

There is one set of assets included in City Racer that are amenable to CPU frustum culling—the orange 

traffic barriers. These are loaded as instanced data, meaning a single model is loaded with 

transformation data for each of 668 instances. These instances comprise ergs 23 to 690 on the timeline. 

By zooming into this set of ergs on the timeline, note that only about 70 instances actually end up being 

drawn in this frame; the others are out of frame and clipped. 

 

 
Figure 14 - Subset of the instanced barriers that contribute to the scene, step 5 

 



We can eliminate all the GPU work associated with the non-visible instances by passing them through a 

view-frustum culling function on the CPU and submitting only the visible instances to the GPU. 

 

Resolution 

Implement a view-frustum culling pass on instanced models by uncommenting the fifth definition, as 
shown:  
 

// Optimizations 

#define RENDER_TGT_FORMAT 1         // Opt1 

#define ACCUMULATION_BLUR 1         // Opt2 

#define BLUR_TGT_RESOLUTION 1       // Opt3 

#define MINIMIZE_CLEARS 1           // Opt4 

#define VIEW_FRUSTUM_CULLING 1      // Opt5 

//#define SIMULATED_CPU_LOAD 1        // pre Opt6 (6a) 

//#define GPU_INSTANCING 1            // Opt6 (6b) 

 

Capturing new frame data following this optimization shows that all ergs previously used for the non-

visible barrier instances are eliminated, and the total barrier ergs are reduced from 668 to 74. Overall 

GPU time for the barriers is reduced from 9 ms to under 2 ms, and overall rendering speed increases to 

71 fps. 

 

 
Figure 15 - Reduced instanced barrier ergs after culling, step 5 

View frustum culling is a potent optimization technique for GPU-limited applications, and the remaining 

gaps in the timeline above point out that additional performance gains are still attainable in this 

example. In real-world situations those gains are certainly worth pursuing by breaking large model 

assets into individually frustum-testable chunks. 

 
The fifth optimization step is now complete. 

Optimization Step 6 

Preparation 

After all the GPU-focused optimizations applied so far, City Racer continues to be GPU limited. This is 

not a typical situation in a real game application, which would place far higher demands on the CPU. In 

order to demonstrate a CPU-focused optimization step, we will now artificially load the CPU in order to 

make it the application bottleneck. The City Racer CPU code already runs on a single thread, and now 

we’ll add a synthetic load whose only purpose is to busy-wait until it consumes 2/3 of that thread’s CPU 



cycles within each frame. This is not a completely accurate way to mimic real game loads, but it serves 

the purpose here of making City Racer CPU limited. 

Implement the synthetic CPU load by uncommenting the sixth definition like this:  
 

// Optimizations 

#define RENDER_TGT_FORMAT 1         // Opt1 

#define ACCUMULATION_BLUR 1         // Opt2 

#define BLUR_TGT_RESOLUTION 1       // Opt3 

#define MINIMIZE_CLEARS 1           // Opt4 

#define VIEW_FRUSTUM_CULLING 1      // Opt5 

#define SIMULATED_CPU_LOAD 1        // pre Opt6 (6a) 

//#define GPU_INSTANCING 1            // Opt6 (6b) 

With this option enabled, City Racer’s frame rate becomes quite variable and averages around 25 fps. 

Analysis 

With the synthetic CPU load enabled, capture a system trace and open it in Platform Analyzer. The 

timeline now looks quite different than we have previously seen in GPU-limited traces. 

 

 
Figure 16 - Platform Analyzer timeline, CPU-limited, step 6 

 
Notice now that GPU activity on a given frame overlaps that same frame on the CPU, and there are large 

idle gaps in the GPU timeline. This is characteristic of a CPU-limited application. 

 

Zooming in on a single frame’s work in the lower timeline, we can see the simulated load (dark blue) 

consuming most of the CPU’s time within a frame. The overall CPU frame time is about 42 ms. 

 

 
Figure 17 - Platform Analyzer thread breakdown, one frame with simulated CPU load, step 6 

Zooming further into the ‘useful work’ portion, there are three large blocks of CPU work evident. 
 

 
 



Of these, the Instanced Model segment is of interest. Even with the previous view frustum culling 

optimization in place, this segment still represents setup and draw work on the CPU for the remaining 

~100 visible instances, totaling about 5 ms of CPU time. DirectX 10 and above allow the instancing of a 

model entirely on the GPU, using the DrawInstanced flavor of API calls. Instead of setting up per-

instance view matrices and submitting individual Draw calls, we can instead append the instance 

transform data as an additional vertex buffer, and then draw all the instances by issuing a single 

DrawInstanced call. This dramatically reduces the amount of CPU work required of the application and 

driver, while adding a tiny, almost un-measureable additional overhead on the GPU. 

 
Resolution 

Replace the individual instanced geometry Draw calls with a single DrawInstanced call by uncommenting 

the final definition, as shown:  

 
// Optimizations 

#define RENDER_TGT_FORMAT 1         // Opt1 

#define ACCUMULATION_BLUR 1         // Opt2 

#define BLUR_TGT_RESOLUTION 1       // Opt3 

#define MINIMIZE_CLEARS 1           // Opt4 

#define VIEW_FRUSTUM_CULLING 1      // Opt5 

#define SIMULATED_CPU_LOAD 1        // pre Opt6 (6a) 

#define GPU_INSTANCING 1            // Opt6 (6b) 

 
Capture a new system trace and open in Platform Analyzer. 
 

 
 
Looking at the CPU/GPU timelines on top, the overlap is gone, but the GPU still has some idle gaps 

between frames. The system is still CPU bound, but is closer to CPU/GPU balance. 

 

 
 
Zooming further into the CPU’s individual tasks, the Instanced Model segment is now nearly invisible, 

consuming only 3 us instead of the previous 5 ms. Overall CPU frame time is reduced from 41 ms to 

about 27 ms (overall reduction is more than 5 ms because the simulated load also contracts to maintain 

its 2/3 cycle ratio), and frame rate increases to around 36 fps. 

 



Although this step is somewhat contrived due to the simulated CPU loading, it should make the point 

that significant gains in CPU performance can be made from the use of DrawIndexed variants when 

drawing many identical objects. 

 

Conclusion 

This workshop has taken a representative early-stage game application and used the Intel Graphic 

Performance Analyzer tool suite to analyze application behavior and make targeted changes to improve 

performance. The changes made and improvements realized were: 

1 – Render Target Bit Depth  50 ms -> 25 ms (100%)  

2 – Accumulation Buffer Blur  25 ms -> 21 ms (19%) 

3 – Blur Buffer Resolution  21 ms -> 19 ms (9%) 

4 – Eliminate Clears   19 ms -> 18 ms (5%) 

5 – Frustum Culling   18 ms -> 14 ms (28%) 

Overall GPU-centric Optimization  50 ms -> 14 ms (257%) 

 

6 – GPU Instancing (not cumulative) 41 ms -> 28 ms (42%) 

Overall, from the initial implementation of City Racer to the best optimized version, we demonstrate 

rendering performance improvement from 20 fps to 71 fps, for a total gain of 257%. Since this workshop 

stacks the deck with a significantly sub-optimal implementation to start with, a developer applying these 

techniques will probably not see the same absolute performance gain on a real-world game. 

Nevertheless, the primary goal of this tutorial is not to demonstrate performance of this specific sample 

application, but to educate developers about the potential performance gains to be found in the 

recommendations in the DirectX* Developer’s Guide for Intel® Processor Graphics and to illustrate the 

usefulness of the Intel GPA tool suite in finding and measuring those improvements. 
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