Collect a Wide Range of Performance Data

Whether you’re tuning a simple application for the first time or doing advanced performance optimization on a threaded MPI application, get the data you need with Intel® VTune™ Profiler. Collect a rich set of performance data for hotspots, threading, locks and waits, DirectX®, OpenMP®, Threading Building Blocks, bandwidth, cache, memory access, non-uniform memory, storage latency, OpenCL™ applications, and more.


- **See more data.** CPU, FPU, GPU, threading, memory access, and more.
- **Get fast answers.** Easy analysis turns data into insight.
- **Create faster code.** Tune with accurate data and low overhead.
- **Choose your workflow.** Select from local/remote collection or command line/graphical interface.

![Collect and analyze a rich set of performance data.](image1)

![Hotspot analysis shows where your application's time is spent. It can also give a detailed analysis of threading performance showing the potential performance gain and common causes of poor performance such as imbalance, lock contention, forking, scheduling, and reduction.](image2)

Figure 1. Collect and analyze a rich set of performance data.

Figure 2. Hotspot analysis shows where your application's time is spent. It can also give a detailed analysis of threading performance showing the potential performance gain and common causes of poor performance such as imbalance, lock contention, forking, scheduling, and reduction.
Powerful Data Analysis Saves You Time
Good data isn't enough. You need to mine the data for insight. Save time with high-level summaries and powerful analysis to sort, filter, and visualize results on the timeline and on your source.

New for 2020

- **Memory Analysis.** Design and optimize for Intel® Optane™ DC persistent memory.
- **Platform Profiler.** Get a faster, better display of system metrics.
- **I/O Analysis.** PCIe* device metrics
- **HPC Analysis.** Vectorization metrics, process and thread affinity, and Lustre* parallel file I/O metrics (preview feature)
- **Snapshot.** Communication pattern diagnosis and Open MPI*
- **GPU and OpenCL™ Application Analysis.** Inline filer and instruction count
- **Linux*.** More analysis types enabled without adding drivers.
- **Performance Analysis Cookbooks.** User-friendly recipes.
- **Improved user interface.** New user? Take an overlay tour.
- **More descriptive name** (formerly Intel® VTune™ Amplifier).

Flexible Options: Get It Standalone or Integrated in Comprehensive Development Tool Suites
Intel VTune Profiler is available as a standalone product and as part of other comprehensive software development tool suites.

- **Intel® Parallel Studio XE** is a development suite to help developers build high-performance, scalable, reliable parallel code for enterprise to cloud, and HPC to AI applications. The suite also includes compilers, libraries, and other analysis tools.
- **Intel® System Studio** Professional and Ultimate editions are used for system and IoT development of smart, connected devices. The suite also includes a compiler, libraries, analysis tools, and cloud connectors and provides access to 400+ sensors.

Get more analysis tools to complement Intel VTune Profiler:
- **Intel® Advisor** helps optimize vectorization, threading, and flow graphs. Roofline analysis finds loops with the most headroom for improvement.
- **Intel® Trace Analyzer and Collector** examines MPI applications and tells Intel VTune Profiler which loops will benefit most from threading optimization.

Get the Data You Need

- **Hotspot** (statistical call tree)
- **Thread profiling** with locks and waits analysis
- **Memory access.** cache miss, bandwidth, NUMA analysis
- **FLOPS and FPU utilization**
- **Storage accesses** mapped to source, latency histogram, I/O wait
- **OpenCL** program kernel tracing and GPU offload

Easy to Use

- **No special compiles:** C, C++, C#, Fortran, Java, Python, Go, ASM*
- **Microsoft Visual Studio® IDE integration**
- **Graphical interface** and command line
- **Local and remote data collection,** multi-rank setup for MPI applications
- **Collect on** Linux, Windows*, FreeBSD*, Android* and select embedded OSs.
- **Analyze results on** Linux, Windows, and macOS* hosts.

Find Answers Fast

- **View results** on the source/assembly.
- **OpenMP scalability analysis** and graphical frame analysis.
- **Memory analysis:** Tune data structures and optimize NUMA latency.
- **Storage analysis:** Find I/O bottlenecks.
- **Filter out extraneous data** with the timeline and viewpoints.
- **Visualize thread and task activity** on the timeline.

Low-Overhead/High-Resolution Hardware Profiling
In addition to basic analysis that works on both Intel and compatible processors, Intel VTune Profiler has advanced analysis that uses the on-chip Performance Monitoring Unit (PMU) on Intel processors to collect data with very low overhead. This also finds important performance issues like cache misses, branch mispredictions, bandwidth, and more.

Product Details

<table>
<thead>
<tr>
<th>Quickly Locate Code Taking a Lot of CPU Time</th>
</tr>
</thead>
<tbody>
<tr>
<td>Hotspots analysis gives you a sorted list of the functions using a lot of CPU time. This is where tuning gives you the biggest benefit. Click (+) for the call stacks. Double-click to see the source.</td>
</tr>
</tbody>
</table>
See the Results on Your Source
A double-click from the function list takes you to the hottest spot in the function: C, C++, Fortran, assembly, Java, Python, Go, and now OpenCL kernels. See line-level profiling details on the source.

Tuning OpenMP and Threading Building Blocks is Easier with the Right Data
See the cause of threading inefficiencies sorted by potential impact for accurate data and low overhead.

Optimize Multi-Rank Hybrid MPI/OpenMP
Sort results by impact of improved OpenMP performance.

Identify Which Memory Objects Are Bottlenecks
A typical hotspot analysis shows code that is taking the most time. Memory Access analysis offers a different perspective. It shows which memory objects cause performance issues and consume bandwidth. This can yield new insight on how to improve performance.

Optimize Data Structures
- Attribute cache misses to data structures (not just code lines).

Optimize NUMA Latency and Scalability
- Tune true and false sharing
- Inter-socket bandwidth

Design and Optimize for Intel® Optane™ DC Persistent Memory

Get Priority Support for Confidential Technical Consultation
Every paid license of Intel® Software Development Products automatically gives you access to Priority Support via the Online Service Center for at least a year from the date of purchase. You can extend/renew it at a significantly reduced rate. Benefits include:
- Free access to all new product updates and continued access to and support for older versions of the product
- Direct and private interaction with Intel's engineers. Submit confidential inquiries and code samples
- Quick responsiveness to your product needs and technical questions (old and new versions)
- Community product forums covering all Intel Software Development Products
- Access to a vast library of self-help documents that build off decades of experience creating high performance code
**Specifications at a Glance**

<table>
<thead>
<tr>
<th>Processors</th>
<th>Intel® processors and compatible processors, Intel® Arria® 10</th>
</tr>
</thead>
<tbody>
<tr>
<td>Languages</td>
<td>C, C++, C#, Fortran, Java, Python, Go, ASM, OpenCL, and more</td>
</tr>
<tr>
<td>Compilers</td>
<td>Works with compilers from Microsoft, GCC, Intel, and others that follow OS standards</td>
</tr>
<tr>
<td>Development Environment</td>
<td>Integrated with Microsoft Visual Studio or runs standalone</td>
</tr>
<tr>
<td>Host Operating Systems</td>
<td>Windows, Linux, macOS</td>
</tr>
<tr>
<td>Target Operating Systems</td>
<td>Linux, Windows, FreeBSD, Android, and select embedded operating systems</td>
</tr>
<tr>
<td>Threading Analysis</td>
<td>Intel® OpenMP, Intel Threading Building Blocks, and native threads</td>
</tr>
<tr>
<td>GPU</td>
<td>OpenCL program and media application tuning on the latest Intel processors. Hotspot analysis for OpenCL kernels.</td>
</tr>
</tbody>
</table>

“We achieved a significant improvement (almost 2x) even on one core by optimizing the code based on the information provided by Intel® VTune™ Profiler. Good scalability is a result of using a combination of Intel® TBB and OpenMP* parallelization techniques. We achieved over 8x the performance of the previous version on eight cores and almost 11x the performance on 16 cores.”

Alexey Andrianov  
R&D Deputy Director  
Mechanical Analysis Division  
Mentor Graphics Corporation

---

*Other names and brands may be claimed as the property of others.*